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Note:  
 

There are three versions of TamStat:    The Dyalog APL workspace TamStat.dws,  the user application TamStat.exe, 

and the web application located at:   jmb.aplcould.com/jbgames/TamStatEx.  The workspace and the web 

application can use the complete Dyalog APL character set.  The user application is restricted to the ASCII character 

set.  The examples in this book may use non-ASCII characters, in particular the assignment arrow: (←). 

For the user app only, users may make ASCII substitutions; e.g.  for the expression, A ← 2 + 3, enter the 

following instead:    A <- 2+ 3.  Other ASCII substitutions are listed in Appendix A.   

 

All examples assume that ⎕IO←0 and ⎕ML←3. 
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Taming Statistics with TamStat 

Chapter 0 – A Few Preliminaries 

 

TamStat consists of a single executable file:   tamstat.exe .   Load the file and TamStat will put up a session screen.   

If you are familiar with APL syntax, you can skip the remainder of this section.    

 

Type in  2+3 in the session and TamStat will return the number 5.   It can’t get much simpler than that. 

 

      2+3 
5 
 

We can also assign the result of this operation to a variable name: 

 

     A ← 2+3 
     A 
5 
 

We can now use the variable A in an expression  

 

     A+2                
7 

0.1 Data and Variables  

 

Data have the following structures:   a scalar (single value), a vector (list) or a matrix (table).   We use the term 

variable to represent data which have been assigned a name.   Variable names always begin with a capital letter.  

Here is an example of a scalar variable:  

 

    S←3                      
 
A vector is a list of values:  
                                                    
    V←2 4 1  
 

 A matrix is a table of values:  

 

    M 
0 1  2  3 
4 5  6  7 
8 9 10 11 

0.2 Functions 

 

Function take data as input and produce new data.   Inputs to functions are known as arguments.    Functions are 

denoted by familiar symbols or by names beginning with a lower-case letter.  There are two basic types of functions:  

monadic and dyadic.    A monadic function takes an argument on its right.  An example of a monadic function is the 

square root function: 

 

     sqrt 4 
2  
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A dyadic function takes both a left argument and a right argument.    Addition is dyadic function 

            A ← 2 + 3 
 

Let’s see what is going on: 

 

    A         ←            2            +          3                 
    ∧         ∧            ∧            ∧          ∧ 
    |         |            |            |          | 
Result    Assignment      Left       Function     Right 
                        Argument                Argument 
                                                               
Scalar functions operate on data in an item-by-item fashion.   Thus: 

 

     sqrt V   
1.4142 2 1  
     1 2 3 + 4 5 6 
5 7 9 
 
If one of the items is a scalar, it is applied to each item in the other argument: 

 

     2 + 4 5 6 
6 7 8 
      4 5 6 + 10 
14 15 16 
 

Scalar dyadic functions require both arguments be the same length unless one of the arguments is a scalar: 

 

      2 3 + 4 5 6    
LENGTH ERROR 
       
 
Scalar dyadic functions include the four arithmetic operations (+, -, times and div) as well as the power function: 

 

              2 * 3 
8   
 

Not all functions are scalar functions.   One example of a non-scalar function is catenate (,)  which joins two 

vectors together: 

 

       W←V,4 5 
2 4 1 4 5 
 

0.3 Operators 

 

Operators take functions as input and produce new functions.   The derivative in calculus is an example of an 

operator.  In the example below, the operator  ‘ (prime) produces the doubling function from  the squaring function. i 

 

   𝑓(𝑥) = 𝑥2                  𝑓′(𝑥) = 2𝑥   
           
The derivative of the natural logarithm is the inverse function:      

 

 𝑔(𝑥) = ln 𝑥                  𝑔′(𝑥) =
1

𝑥
 

 



8 

 

 

The operator prime approximates the derivative of its operand, the natural logarithm function.    We calculate the 

natural log of 2:  
 
     ln 2 
0.6931471806 
 
Now we apply the operator prime which calculates the derivative of the log function at 2:   

 
      ln prime 2 
0.5 
              

Note that the result is ½ which is the inverse of 2. 

0.4 Namespaces 

 

A namespace is like a folder which contains variables, functions and/or operators instead of files.   Namespaces, like 

variables begin with a capital letter.     To find the names of the variables in a namespace, use the function 

“variables”: 

 

        variables NS 
A B  
 
To reference any of the variables in a namespace, simply type the name of the namespace followed by a dot and the 

name of the variable:   
 
        NS.A 
2 
        NS.B 
5 2 3 1 4 
        NS.A+NS.B 
7 4 5 3 6 
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Chapter 1 - Descriptive Statistics 

 

Data can be organized in the following way:  

 

A record is a set of values corresponding to a particular item.   It corresponds to a row of the table. 

A variable is a set of values corresponding to a particular attribute. It corresponds to a column of the table.  

A data set is a collection of variables containing attributes for a set of entities.  It corresponds to a table. 

An observation is a single value.  It corresponds to a cell in the table. See Figure 1 below. 

 

KEY Attribute 1 Attribute 2 Attribute 3         … Attribute n  

Item 1      

Item 2  Observation    

Item 3     

Item 4 ----------------------  Record ---------------------------- 
   ⋮      

Item m      

 

 

KEY Attribute 1 Attribute 2 Attribute 3         … Attribute n  

Item 1       ∧    
    |    
Variable  
    |  
    ∨      

  

Item 2     

Item 3     

   ⋮     

Item m     
Figure 1 - Observations, Records and Variables 

In Table 2 on the next page, the items correspond to students.  The variables are Party, Sex, Major, etc.  A record 

consists of all the attributes of a particular student, whereas a variable contains one attribute for all students. 

 

We can describe a data set by a data dictionary in Table 1 below which defines each variable explicitly: 

 

Variable Type Scale of 

Measurement 

Description 

Student Qualitative Nominal Number uniquely identifying student (Key Field) 

Party Qualitative Nominal D=Democrate, R=Republican, I=Independent 

Sex Qualitative Nominal F=Female, M=Male 

State Qualitative Nominal Home state; 2-digit postal code 

Eyes Qualitative Nominal Eye color 

Height Quantitative Ratio Height in inches 

Weight Quantitative Ratio Weight in pounds 

ShoeSize Quantitative Interval Shoe Size 

Family Quantitative Ratio Number of siblings 

Hand Qualitative Nominal L=Left-handed, R=Right-Handed, A=Ambidextrous 

Car Qualitative Nominal 1=Student owns a car, 0=student doesn’t own car 

Pot Qualitative Ordinal Answer to survey question:  Do you think marijuana should be 

legalized?    1=Strongly Disagree, 2=Disagree, 3=Neutral, 

4=Agree, 5=Strongly Agree 
Table 1- Data Dictionary 
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Student Party Sex State Eyes Height Weight ShoeSize Family Hand Car Pot 

1  R   M   PA   Blue   72 220 11.5 3  R  1 4 

2  D   F   PA   Brown  62 140 9 4  R  1 5 

3  D   M   MD   Blue   69 195 11 0  R  0 4 

4  D   M   PA   Blue   69 190 9.5 1  R  1 3 

5  R   M   CT   Brown  70 150 10.5 1  L  1 5 

6  R   M   NJ   Brown  66 125 8.25 2  R  1 3 

7  D   M   NY   Brown  67 155 9 1  R  0 4 

8  I   M   PA   Green  72 260 13 2  L  1 4 

9  R   M   NY   Blue   72 155 10.5 2  R  1 4 

10  D   M   CT   Brown  71 180 12 2  R  1 4 

11  R   M   MD   Blue   71 160 11 1  R  1 2 

12  R   M   PA   Blue   73 280 11.5 3  R  1 3 

13  R   F   PA   Green  61 105 6.5 3  L  1 3 

14  I   M   NY   Brown  65 120 7 1  R  0 5 

15  R   F   NJ   Brown  69 150 9.5 1  R  1 4 

16  R   F   PA   Blue   65 160 7.5 3  R  1 1 

17  R   M   PA   Blue   73 185 12.5 1  R  1 2 

18  I   M   NY   Brown  67 140 9 2  R  1 4 

19  I   M   PA   Green  70 165 11.5 1  R  0 5 

20  R   M   NJ   Other  68 210 12 1  R  1 3 

21  I   F   NJ   Blue   55 142 8.5 3  R  1 4 

22  I   M   NJ   Hazel  74 220 13 1  R  1 5 

23  D   M   PA   Brown  71 165 11 2  L  0 3 

24  I   M   CT   Blue   72 165 10 1  R  1 5 

25  D   M   NY   Brown  75 205 13 2  L  1 5 

26  R   M   NY   Blue   70 180 11.5 3  R  1 4 

27  R   M   PA   Brown  71 139.5 11.5 1  R  1 1 

28  R   M   PA   Brown  71 130 9.5 2  R  1 5 

29  R   M   NJ   Hazel  71 160 10.5 3  R  1 4 

30  I   M   MD   Blue   74 245 14 1  R  0 4 

31  D   M   PA   Brown  61 100 6 2  R  1 3 

32  R   F   PA   Brown  67 170 9.5 1  R  0 3 

33  D   F   PA   Brown  64 150 8 2  R  1 2 

34  I   F   NY   Brown  62 115 6 1  R  1 4 

35  I   M   NY   Brown  75 195 12 2  R  0 4 

36  D   F   NY   Brown  65.5 115 7 1  R  0 3 

37  I   M   CT   Blue   72 185 11.5 0  R  1 3 

38  D   M   PA   Hazel  71 225 11.5 1  R  1 3 

 

Table 2: Student Data Set    
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Descriptive statistics involve summarizing data in one of three ways:   Tables, summary statistics, and graphs.  

There are two broad categories of data:   Qualitative and Quantitative.  Qualitative or categorical data are usually 

(but not always) represented as text.  Quantitative data must be represented as numeric.   We can represent 

qualitative data with a table.    

 

Let us import the data from the file StudentData which is a CSV (comma separated variable) file.   CSV files can be 

created in Excel.  We can enter:  

 

    D← import ‘[pathname]/StudentData.csv’ 
 
If the pathname and file name are not specified as the right argument, the user can enter  

 
 
    D← import ‘’ 
 
Then the user can navigate the directory and find the .csv file directly:  

 

 
 
 
To obtain a list of variables in this data set, enter: 

 
    variables D 
Car  Class  Eyes  Family  Hand  HealthCare  Height  Major Marriage  Party Pot  
Religion  Sex  ShoeSize  State  Student  Weight  
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1.1 Tables 

1.1.1 Categorical Data – frequency, relative frequency 

Let’s look at the qualitative variable STATE.  We could simply display the variable as a list: 

 

    D.State 
 
 PA  PA  MD  PA  CT  NJ  NY  PA  NY  CT  MD  PA  PA  NY  NJ  PA  PA  NY  PA  
NJ  NJ  NJ  PA  CT  NY  NY  PA  PA  NJ  MD  PA  PA  PA  NY  NY  NY  CT  PA 
 

But it would be more useful to create a frequency distribution and count the number in each category:  

 
         frequency D.State 
 
 CT   4 
 MD   3 
 NJ   6 
 NY   9 
 PA  16 
 
    To obtain the relative frequency, we simply divide the frequencies by the total number of items in the sample:  

     
     relative frequency D.State 
 
 CT  0.10526  
 MD  0.078947 
 NJ  0.15789  
 NY  0.23684  
 PA  0.42105  
 
Or if you prefer to express everything in percentages:  

 

      percent frequency D.State 
 CT  10.526  
 MD   7.8947 
 NJ  15.789  
 NY  23.684  
 PA  42.105 
       

Since nominal data are not ordered, the frequency function automatically sorts them alphabetically.   We can also 

order them by frequency by supplying a left argument of -1.  This is known as a Pareto analysis:  

 

       (-1)frequency D.State 
 
 PA  16 
 NY   9 
 NJ   6 
 CT   4 
 MD   3 
 

To obtain a full report, we apply the report function: 

 

        report (-1)frequency D.State 
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  Category Frequency  Cum Freq   Percent   Cum Pct 
 --------- --------- --------- --------- --------- 
 PA               16        16    42.11%    42.11% 
 NY                9        25    23.68%    65.79% 
 NJ                6        31    15.79%    81.58% 
 CT                4        35    10.53%    92.11% 
 MD                3        38     7.89%   100.00% 
 --------- --------- --------- --------- --------- 
   Total          38        38   100.00%   100.00% 
 

1.1.2  Contingency tables 

 

A contingency table is a summary of two categorical variables.  The rows represent values of the first variable while 

the columns represent values of the second variable.   Let us create a very simple contingency table for the two 

variables Sex and Party using the frequency  function with two variables: 

 

        frequency D.Sex D.Party 
    D  I   R  
 F  3  2   4  
 M  8  9  12 
 

The rows of the table represent the variable Sex, showing Female (F) and Male (M); while the columns show the 

political affiliations:   Democrat (D), Independent (I) and republican (R).    The values in each cell represent the 

number in each category.  Thus there are 3 students who are both Female (F) and Democrat (D). 

Now it is often useful to include the totals for each row and column as well as the grand total.   To accomplish this 

we can use the show operator (with a left argument of 0) to display this: 

 

       frequency show D.Sex D.Party 
 

 Count     |         D         I         R |   Total  
 ------------------------------------------|--------  
 F         |         3         2         4 |       9  
 M         |         8         9        12 |      29  
 ------------------------------------------|--------  
 Total     |        11        11        16 |      38 
 

Notice the row and column totals.  These are known as marginal frequencies.  If you look at just the first and last 

columns you will see a frequency distribution for Sex.  If you look at just the first and last rows you will see the 

frequency distribution for Party.  For comparison, we show the frequency function applied to the two variables Sex 

and Party separately: 

 

     frequency D.Sex 
 F   9    
 M  29  
  
      frequency D.Party 
 D  11 
 I  11 
 R  16 
 
 
 
We can generate a relative or percent frequency distribution by dividing by the grand total of 38.  To do this in 

TamStat, we must supply a left argument  of 3: 
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       3 frequency show D.Sex D.Party 
 

 Total %   |         D         I         R |   Total  
 ------------------------------------------|--------  
 F         |     7.89%     5.26%    10.53% |  23.68%  
 M         |    21.05%    23.68%    31.58% |  76.32%  
 ------------------------------------------|--------  
 Total     |    28.95%    28.95%    42.11% | 100.00% 
 
Now the first and last columns produce a relative or percent frequency distribution for Sex.   Similarly, the first and 

last rows produce a relative or percent frequency distribution for Party.   Again, we can apply the frequency function 

(with the show operator) to each variable separately to show this.  Look at the Category and Percent columns for 

each table below and compare to the totals above. 

 

       frequency show D.Sex 
 
  Category Frequency  Cum Freq   Percent   Cum Pct 
 --------- --------- --------- --------- --------- 
 F                 9         9    23.68%    23.68% 
 M                29        38    76.32%   100.00% 
 --------- --------- --------- --------- --------- 
   Total                    38   100.00%   100.00% 
  
      frequency show D.Party 
 
  Category Frequency  Cum Freq   Percent   Cum Pct 
 --------- --------- --------- --------- --------- 
 D                11        11    28.95%    28.95% 
 I                11        22    28.95%    57.89% 
 R                16        38    42.11%   100.00% 
 --------- --------- --------- --------- --------- 
   Total                    38   100.00%   100.00% 
 
To compare differences between male and female students, we can generate row percentages using a left argument 

of 1.  Notice that the row totals are all 100%  

 

      1 frequency show D.Sex D.Party        
                                                      
 Row %     |         D         I         R |   Total  
 ------------------------------------------|--------  
 F         |    33.33%    22.22%    44.44% | 100.00%  
 M         |    27.59%    31.03%    41.38% | 100.00%  
 ------------------------------------------|--------  
 Total     |    28.95%    28.95%    42.11% | 100.00% 
 
To compare differences between Parties, we can generate column percentages with a left argument of 2.  Notice that 

all the column totals are 100% 

 

      2 frequency show D.Sex D.Party        
                                                      
 Column %  |         D         I         R |   Total  
 ------------------------------------------|--------  
 F         |    27.27%    18.18%    25.00% |  23.68%  
 M         |    72.73%    81.82%    75.00% |  76.32%  
 ------------------------------------------|--------  
 Total     |   100.00%   100.00%   100.00% | 100.00% 
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1.1.3 Numeric Data – frequency, cumulative frequency, binning  

 

Quantitative data can be handled in a similar way.  The first column is the value and the second column is the 

frequency   
 
    frequency D.Family 
 
0  2 
1 17 
2 11 
3  7 
4  1 
 

 

 

For ordinal data and above, we can also represent data by a cumulative frequency:  
 
     
 
       cumulative frequency D.Family 
 
0  2 
1 19 
2 30 
3 37 
4 38 
 
 
        cumulative relative frequency D.Family 
 
0 0.052632 
1 0.5      
2 0.78947  
3 0.97368  
4 1        
4 1    
 
Sometimes there are too many unique values for a frequency table to be practical.   In that case the frequency 

function will automatically group the data and display the midpoint of each range: 

 

  frequency D.Height 
 
54  1 
60  2 
63  3 
66  7 
69  7 
72 14 
75  4 
 

To display a full report showing frequencies, relative frequencies, cumulative frequencies and totals, use the report 

function: 

 

    report frequency D.Height 
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     From        To Frequency  Cum Freq   Percent   Cum Pct 
 --------- --------- --------- --------- --------- --------- 
    51.000 -  56.999         1         1     2.63%     2.63% 
    57.000 -  62.999         2         3     5.26%     7.89% 
    60.000 -  65.999         3         6     7.89%    15.79% 
    63.000 -  68.999         7        13    18.42%    34.21% 
    66.000 -  71.999         7        20    18.42%    52.63% 
    69.000 -  74.999        14        34    36.84%    89.47% 
    72.000 -  77.999         4        38    10.53%   100.00% 
 --------- --------- --------- --------- --------- --------- 
   Total                    38         1   100.00%   100.00% 
 

If you prefer to change the cell widths, you can supply a left argument:       

 
    5 frequency D.Height 
55  1 
60  5 
65 11 
70 19 
75  2 
 

1.2 Summary Statistics 

 

Can you describe your summer vacation in a single word?  Some may say “relaxing”, “awesome” or “hot”.  A 

summary function is similar to this.  It allows us to describe a variable or set of data with a single value.  The basic 

mathematical form of a summary function is: 

 

𝑦 = 𝑓(𝑥1, 𝑥2, ⋯ , 𝑥𝑛) 

 

We can also think of a summary function as a mapping from a vector to a scalar.   Thus: 

 

�⃗� = (𝑥1, 𝑥2, ⋯ , 𝑥𝑛)    𝑦 = 𝑓(�⃗� ) 
 

A parameter is a summary function applied to a population.   A statistic is a summary function applied to a sample.   

Some statistics measure the center of the data, while others measure the spread or dispersion.  There are also 

measures of position and measures of shape.  

1.2.1 Measures of Center 

 

There are three ways to measure the center of the data.   The first is the mean or average: 

      mean D.Height 
68.776 
 
The middle value after the data are sorted is the median:  
      median D.Height 
70 
 
To see how the median was obtained, we use the show operator: 

 

      median show D.Height 
55 61 61 62 62 64 65 65 65.5 66 67 67 67 68 69 69 69 70 70 | 70 71 71 71 71 71 
71 71 72 72 72 72 72 73 73 74 74 75 75  
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And the most frequently-occurring value is the mode. 
      mode D.Height 
71 
 
Note that the mode also applies to categorical data; most students are from Pennsylvania: 

      mode D.State 
PA 

1.2.2 Measures of spread 

 

Two data sets can have the same mean but can be completely different.  For example the two variables below are 

different, but they have the same mean: 
     A←100 100 100 
     B←0 100 200 
     mean A 
100   
     mean B 
100 
 
Perhaps we can get a better measure of spread if we subtract the smallest value from the largest value.  This is 

known as the range: 

     (range A)(range B) 
0 200 
 
But the range is very sensitive to outliers.     We can measure the average difference between each value and the 

mean; unfortunately this value is always zero because the plusses cancel out the minuses: 

      mean (A-mean A) 
0  
      mean (B-mean B) 
0 
 

We could take the average distance (absolute value of the difference) between each value and the mean.  This would 

give us a more reasonable measure because distances are always positive: 

       
      mean |A-mean A 
0 
      mean |B-mean B 
66.667 
 
This is better, but the absolute value is difficult to work with mathematically.  Another way to ensure positive values 

is to square the differences.  This is known as the variance. 
 
      mean (A-mean A)*2 
0 
      mean (B-mean B)*2  
6666.7 
 
The problem with the variance is that the result is in squared units; to express the spread in the same units as the 

mean, we take the square root of the variance, better known as the standard deviation:   
 
      sqrt mean (B-mean B)*2 
81.65  
 
Let’s apply the variance and standard deviation to some of our sample data: 

            var D.Height 
20.036  
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     sdev D.Height 
4.4762  
 
The show operator reveals how this is calculated:    
 
var show D.Height 
                         _         _    
     n         x       x-x      (x-x)²  
--------------------------------------- 
     1    72       3.2237    10.392     
     2    62      ¯6.7763    45.918     
     3    69       0.22368    0.050035  
     4    69       0.22368    0.050035  
     5    70       1.2237     1.4974    
     6    66      ¯2.7763     7.7079    
     7    67      ¯1.7763     3.1553    
     8    72       3.2237    10.392     
     9    72       3.2237    10.392     
    10    71       2.2237     4.9448    
    11    71       2.2237     4.9448    
    12    73       4.2237    17.84      
    13    61      ¯7.7763    60.471     
    14    65      ¯3.7763    14.261     
    15    69       0.22368    0.050035  
    16    65      ¯3.7763    14.261     
    17    73       4.2237    17.84      
    18    67      ¯1.7763     3.1553    
    19    70       1.2237     1.4974    
    20    68      ¯0.77632    0.60267   
    21    55     ¯13.776    189.79      
    22    74       5.2237    27.287     
    23    71       2.2237     4.9448    
    24    72       3.2237    10.392     
    25    75       6.2237    38.734     
    26    70       1.2237     1.4974    
    27    71       2.2237     4.9448    
    28    71       2.2237     4.9448    
    29    71       2.2237     4.9448    
    30    74       5.2237    27.287     
    31    61      ¯7.7763    60.471     
    32    67      ¯1.7763     3.1553    
    33    64      ¯4.7763    22.813     
    34    62      ¯6.7763    45.918     
    35    75       6.2237    38.734     
    36    65.5    ¯3.2763    10.734     
    37    72       3.2237    10.392     
    38    71       2.2237     4.9448    
--------------------------------------- 
 Total  2613.5     0        741.35      
  Mean    68.776   0         20.036     
                           4.4762   
 
 

1.2.3 Measures of position 

 

The median is also a measure of position.  It is the value which is greater than half of all values.   The median of the 

lower half of the data is known as the first quartile; the median itself is known as the second quartile, and the median 

of the upper half of the data is known as the third quartile.   Let’s find the quartiles of the height data: 
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      1 quartile D.Height 
66 
      3 quartile D.Height 
72 
      quartile show D.Height 
  55 61 61 62 62 64 65 65 65.5  ( 66 )  67 67 67 68 69 69 69 70 70  |  70 71 
71 71 71 71 71 71 72  ( 72 )  72 72 72 73 73 
    
The difference between the third quartile and the first quartile is known as the inter-quartile range or IQR.  This is a 

better measure of spread than the range because it is much less sensitive to outliers.   

              iqr D.Height 
6  
 
We can also divide a data set into 100 percentiles.   The kth percentile is the value which exceeds k% of all values: 

       20 percentile D.Height 
65 
       95 percentile D.Height 
75 
        
The inverse of the percentile function is percentile rank.    Given the value of the data, find the percentile:  

       65 75  percentileRank D.Height 
18 97 
  

1.2.4 Measures of shape  

 

Some data are symmetric, while others may be skewed right or left.   

       skewness D.Height  
¯1.0497 
       skewness D.Family 
0.4816 
 
The number of siblings has a positive skew, meaning there is a right tail.   There is a lower limit to the number of 

siblings (0), but no upper limit. 
 

1.2.5 Measures of Association 

Some statistics involve more than one variable.   When two variables are involved, these are of the form: 

  
�⃗� = (𝑥1, 𝑥2, ⋯ , 𝑥𝑛)     𝐲 = (𝑦, 𝑦2 , ⋯ , 𝑦𝑛)    𝑧 = 𝑓(�⃗� , 𝐲 ) 

We can measure the association between two variables by calculating the covariance.  The covariance is a 

generalization of the variance:     

𝑠𝑥𝑦 =
∑(𝑥 − �̅�) ∑(𝑦 − �̅�)

𝑛 − 1
 

What is the covariance between height and weight?     

 

     D.Height cov D.Weight 
124.23 
 

The covariance of a variable with itself is simply the variance:  
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     D.Height cov D.Height 
20.036 
     var D.Height 
20.036 
 

We can normalize the covariance by dividing it by the product of the standard deviations of the two variables: 

 

𝑟 =
𝑠𝑥𝑦

𝑠𝑥𝑠𝑦
=

∑(𝑥 − �̅�) ∑(𝑦 − �̅�)

√∑(𝑥 − �̅�)2 √∑(𝑦 − �̅�)2
 

 

Correlation has the advantage of being unitless; that is two variables that are in a perfect upward-sloping straight 

line have a correlation of 1; two variables that form a downward-sloping straight line have a correlation of -1, and 

two variables that have no relation to each other have a correlation of 0.    Two variables that have a strong linear 

relationship have a correlation close to 1 or -1; two variables that have a very weak linear relationship have a 

correlation close to 0. 

 

      D.Height corr D.Weight 
0.65807 
 

This shows that there is a moderate correlation between height and weight.   The correlation between height and 

shoe size is stronger: 

 

      D.Height corr D.ShoeSize 
0.82689 
 
As might be expected, there is little or no correlation between weight and family size; the correlation is very close to 

0: 

 
      D.Weight corr D.Family 
¯0.051639  
    
 

The correlation of a variable with itself is 1:   

 

      D.Height corr D.Height 
1  
 
Adding a constant or multiplying by a positive constant has no effect on the correlation: 

      
      D.Height corr D.Weight×2 
0.65807 
      D.Height corr D.Weight+3 
0.65807 
 

Multiplying by a negative constant negates the correlation: 

 

      D.Height corr D.Weight×-3 
¯0.65807  
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The show operator illustrates how the covariance and correlation are calculated:  
 
 

     D.Height cov show D.Weight 
                                 _          _     _    _          _             _    
     n         x       y       x-x        y-y  (x-x)(y-y)      (x-x)²        (y-y)²  
------------------------------------------------------------------------------------ 
     1    72      220      3.2237    50.224     161.91      10.392      2522.4       
     2    62      140     ¯6.7763   ¯29.776     201.77      45.918       886.63      
     3    69      195      0.22368   25.224       5.6421     0.050035    636.23      
     4    69      190      0.22368   20.224       4.5237     0.050035    409         
     5    70      150      1.2237   ¯19.776     ¯24.2        1.4974      391.1       
     6    66      125     ¯2.7763   ¯44.776     124.31       7.7079     2004.9       
     7    67      155     ¯1.7763   ¯14.776      26.247      3.1553      218.34      
     8    72      260      3.2237    90.224     290.85      10.392      8140.3       
     9    72      155      3.2237   ¯14.776     ¯47.634     10.392       218.34      
    10    71      180      2.2237    10.224      22.734      4.9448      104.52      
    11    71      160      2.2237    ¯9.7763    ¯21.739      4.9448       95.576     
    12    73      280      4.2237   110.22      465.55      17.84      12149         
    13    61      105     ¯7.7763   ¯64.776     503.72      60.471      4196         
    14    65      120     ¯3.7763   ¯49.776     187.97      14.261      2477.7       
    15    69      150      0.22368  ¯19.776      ¯4.4236     0.050035    391.1       
    16    65      160     ¯3.7763    ¯9.7763     36.918     14.261        95.576     
    17    73      185      4.2237    15.224      64.3       17.84        231.76      
    18    67      140     ¯1.7763   ¯29.776      52.892      3.1553      886.63      
    19    70      165      1.2237    ¯4.7763     ¯5.8447     1.4974       22.813     
    20    68      210     ¯0.77632   40.224     ¯31.226      0.60267    1617.9       
    21    55      142    ¯13.776    ¯27.776     382.66     189.79        771.52      
    22    74      220      5.2237    50.224     262.35      27.287      2522.4       
    23    71      165      2.2237    ¯4.7763    ¯10.621      4.9448       22.813     
    24    72      165      3.2237    ¯4.7763    ¯15.397     10.392        22.813     
    25    75      205      6.2237    35.224     219.22      38.734      1240.7       
    26    70      180      1.2237    10.224      12.511      1.4974      104.52      
    27    71      139.5    2.2237   ¯30.276     ¯67.325      4.9448      916.66      
    28    71      130      2.2237   ¯39.776     ¯88.45       4.9448     1582.2       
    29    71      160      2.2237    ¯9.7763    ¯21.739      4.9448       95.576     
    30    74      245      5.2237    75.224     392.94      27.287      5658.6       
    31    61      100     ¯7.7763   ¯69.776     542.6       60.471      4868.7       
    32    67      170     ¯1.7763     0.22368    ¯0.39733    3.1553        0.050035  
    33    64      150     ¯4.7763   ¯19.776      94.458     22.813       391.1       
    34    62      115     ¯6.7763   ¯54.776     371.18      45.918      3000.4       
    35    75      195      6.2237    25.224     156.98      38.734       636.23      
    36    65.5    115     ¯3.2763   ¯54.776     179.46      10.734      3000.4       
    37    72      185      3.2237    15.224      49.076     10.392       231.76      
    38    71      225      2.2237    55.224     122.8        4.9448     3049.7       
------------------------------------------------------------------------------------ 
 Total  2613.5   6451.5    0          0        4596.6      741.35      65812         
  Mean    68.776  169.78   0              Cov   124.23      20.036      1778.7       
                                         Corr     0.65807    4.4762       42.175     
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1.3 Graphics 

 

1.3.1 Pie Charts 

 

 A simple way to display qualitative data for a single variable is with a pie chart: 

 

     pieChart D.State 
 
                * * * * * *                   Legend       
            *.*......|      * *               ┌────────┐   
         **..........|          **            │  CT   4│   
      **.............|         %%%%**         │% MD   3│   
     *...............|        %%%%%%%*        │: NJ   6│   
    *................|      %%%%%%%%%%*       │@ NY   9│   
   *.................|     %%%%%%%%%%%:*      │. PA  16│   
  *..................|   %%%%%%%%:::::::*     └────────┘   
 *...................| %%%%%:::::::::::::*                 
 *...................|%%:::::::::::::::::*                 
 *...................|@::::::::::::::::::*                 
 *...................@@@@@:::::::::::::::*                 
 *..................@@@@@@@@@::::::::::::*                 
  *................@@@@@@@@@@@@@::::::::*                  
   *..............@@@@@@@@@@@@@@@@@::::*                   
    *............@@@@@@@@@@@@@@@@@@@@@*                    
     *..........@@@@@@@@@@@@@@@@@@@@@*                     
      **.......@@@@@@@@@@@@@@@@@@@@**                      
         **..@@@@@@@@@@@@@@@@@@@**                         
            *@*@@@@@@@@@@@@@*@*                            
                * * *@* * *                                

1.3.2 Bar Charts 

Another way to represent qualitative data is with a bar chart.  The barChart function can take either a variable or 

frequency table as input.   Here we first create a frequency table: 

 

 
      TABLE←frequency D.Sex 
 F   9 
 M  29 
       
Then we create a bar chart from the table:  

 
      barChart TABLE 
 ├────────┐                                
F│        │                                
 ├────────┘                                
 ├────────────────────────────┐            
M│                            │            
 ├────────────────────────────┘            
 +---------+---------+---------+---------+ 
 0        10        20        30        40 
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The barChart function can also take a categorical variable directly as input: 

 

           barChart D.State 
  ├───┐                           
CT│   │                           
  ├───┘                           
  ├──┐                            
MD│  │                            
  ├──┘                            
  ├─────┐                         
NJ│     │                         
  ├─────┘                         
  ├────────┐                      
NY│        │                      
  ├────────┘                      
  ├───────────────┐               
PA│               │               
  ├───────────────┘               
  +---------+---------+---------+ 
  0        10        20        30 
 
To create a Pareto chart (sorting by frequency),  first create a frequency table:  

 

   barChart ¯1 frequency D.State 
 
  ├───────────────┐     
PA│               │     
  ├───────────────┘     
  ├────────┐            
NY│        │            
  ├────────┘            
  ├─────┐               
NJ│     │               
  ├─────┘               
  ├───┐                 
CT│   │                 
  ├───┘                 
  ├──┐                  
MD│  │                  
  ├──┘                  
  +---------+---------+ 
  0        10        20 
 

 

Bar charts can also be used to display two variables. This is known as a cluster bar chart: 

 

                            barChart D.Sex D.Party  
 
  F  D ▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉                                                                                        
     I ░░░░░░░░░░                                                                                             
     R ▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒                                                                                   
                                                                                                              
  M  D ▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉                                                               
     I ░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░                                                          
     R ▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒   
                                         
       ─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬──────── 
                2         4         6         8        10        12        14         
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The order of the two variables is important.   The first variable is the major category, while the second variable iw 

clustered within it.   We get a different chart when we reverse the order of Sex and Party: 

 
 barChart D.Party D.Sex 
 
  D  F ▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉                                                                                        
     M ░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░                                                               
                                                                                                              
  I  F ▉▉▉▉▉▉▉▉▉▉                                                                                             
     M ░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░                                                          
                                                                                                              
  R  F ▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉▉                                                                                   
     M ░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░░                                                             
                                                                                               
.      ─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬────────  
                2         4         6         8        10        12        14       
 
 

1.3.3 Histograms 

 

For continuous variables, the histogram is one of the most important graphical representations.  It differs from a bar 

chart in that the bars are contiguous to reflect the continuity of the data.  The value displayed below each bar is the 

midpoint of the data.   To create a histogram, use the histogram function: 
 
histogram D.Height 
 
   20┤                                            
     │                                            
     │                                            
     │                                            
     │                                            
   15┤                                            
     │                               ┌────┐       
     │                               │    │       
     │                               │    │       
     │                               │    │       
   10┤                               │    │       
     │                               │    │       
     │                               │    │       
     │                     ┌────┬────┤    │       
     │                     │    │    │    │       
    5┤                     │    │    │    │       
     │                     │    │    │    ├────┐  
     │                ┌────┤    │    │    │    │  
     │           ┌────┤    │    │    │    │    │  
     │ ┌────┐    │    │    │    │    │    │    │  
    0└─┴────┴────┴────┴────┴────┴────┴────┴────┴─ 
         54   57   60   63   66   69   72   75    
 
To change the bin width, first create a frequency distribution, then apply the histogram function: 

  
 
      histogram 5 frequency D.Height 
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   20┤                             
     │                ┌────┐       
     │                │    │       
     │                │    │       
     │                │    │       
   15┤                │    │       
     │                │    │       
     │                │    │       
     │                │    │       
     │                │    │       
   10┤                │    │       
     │                │    │       
     │           ┌────┤    │       
     │           │    │    │       
     │           │    │    ├────┐  
    5┤           │    │    │    │  
     │      ┌────┤    │    │    │  
     │      │    │    │    │    │  
     │      │    │    │    │    │  
     │ ┌────┤    │    │    │    │  
    0└─┴────┴────┴────┴────┴────┴─ 
         55   60   65   70   75    
 

1.3.4 Stem-and-Leaf Displays 

 

A stem-and-leaf plot consists of two parts:  the stem which is the leading digit(s) and the leaf which is the next digit 

to the right. 

 

To create a  stem-and-leaf display for the height data, simply enter:          

   

      stemAndLeaf D.Height 
5 | 5                                          
6 | 1 1 2 2 4 5 5 6 6 7 7 7 8 9 9 9            
7 | 0 0 0 1 1 1 1 1 1 1 2 2 2 2 2 3 3 4 4 5 5  
 
Unfortunately, there are only 3 bins because they are 10 units wide.   To create more bins, we divide them in half to 

create 5-unit bins.   The optional left argument allows us to do this.   First we must determine the stem size which is 

equivalent to the bin width in a histogram.   The stem size defaults 10.   Thus if we want to split the bins, we indicate 

this by a left argument of 5 units. Thus: 
 
       5 stemAndLeaf D.Height 
5 | 5                                      
6 | 1 1 2 2 4                              
6 | 5 5 6 6 7 7 7 8 9 9 9                  
7 | 0 0 0 1 1 1 1 1 1 1 2 2 2 2 2 3 3 4 4  
7 | 5 5      
 
Now let’s try it for another variable:   Weight.     

 

 If we choose a bin width of 100 pounds, we get too few bins:  
 
     100 stemAndLeaf D.Weight 
1 | 0 1 2 2 2 3 3 4 4 4 4 5 5 5 6 6 6 6 6 7 7 7 7 8 8 9 9 9  
2 | 0 0 1 1 2 2 3 5 6 8      
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          A bin width of 50 pounds is better, but we would like between 5 and 20 bins:    

 

      50 stemAndLeaf D.Weight 
1 | 0 1 2 2 2 3 3 4 4 4 4              
1 | 5 5 5 6 6 6 6 6 7 7 7 7 8 8 9 9 9  
2 | 0 0 1 1 2 2 3                      
2 | 5 6 8    
 
    Choosing a bin width of 10 lbs. gives us the following: 

 
    10 stemAndLeaf D.Weight 
10 | 0 5          
11 | 5 5          
12 | 0 5          
13 | 0            
14 | 0 0 0 2      
15 | 0 0 0 5 5    
16 | 0 0 0 5 5 5  
17 | 0            
18 | 0 0 5 5      
19 | 0 5 5        
20 | 5            
21 | 0            
22 | 0 0 5        
23 |              
24 | 5            
25 |              
26 | 0            
27 |              
28 | 0           
 
Note that stems 23, 25 and 27 have no leaves, but the spacing is critical to show the shape of the data.  

1.3.5 Box Plots 

To create a box plot (also known as a box-and-whisker plot), we use the five number summary. 

 

      boxPlot D.Height 
 
                                                                  ┌───┬─┐                             
                                                       * ├────────┤   │ ├──┤                          
                                                                  └───┴─┘                             
+---------+---------+---------+---------+---------+---------+---------+---------+---------+---------+ 
0        10        20        30        40        50        60        70        80        90       100 
 
 

There is a lot of white space to the left of the box plot.   To create more detail, we can change the scale by starting at 

50 inches:  
 
     50 boxPlot D.Height 
 
                                ┌───────┬───┐                                                         
          *   ├─────────────────┤       │   ├─────┤                                                   
                                └───────┴───┘                                                         
+---------+---------+---------+---------+---------+---------+---------+---------+---------+---------+ 
50       55        60        65        70        75        80        85        90        95       100 
 
 
 
 

 

Notice the outlier at 55 is indicated by an asterisk (*).    
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Box plots are extremely useful when comparing groups.  Suppose we would like to compare heights of male and 

female students.    

 

     50 boxPlot D.Height D.Sex    
 
                                      ┌───┬─┐                                                         
M                     *      ├────────┤   │ ├─────┤                                                   
                                      └───┴─┘                                                         
                       ┌────┬────┐                                                                    
F         ├────────────┤    │    ├────┤                                                               
                       └────┴────┘                                                                    
+---------+---------+---------+---------+---------+---------+---------+---------+---------+---------+ 
50       55        60        65        70        75        80        85        90        95       100 
 

1.3.6 Scatter Plots 

 

To illustrate the relationship between two quantitative variables, we can create a scatter plot.   The left argument 

contains the values for the y-axis, while the right argument supplies the values for the x-axis;  

 

 

      
              scatterPlot D.Weight D.Height 
 
          │                                                                             
          │                                                     *                       
          │                                                                             
          │                                                  *                          
       250┤                                                       *                     
          │                                                                             
          │                                                *                            
          │                                                  *    *                     
          │                                        *                 *                  
       200┤                                           *              *                  
          │                                           *      *  *                       
          │                                             *  *                            
          │                                      *      *  * *                          
          │                                 *    *         * *                          
       150┤                              *            * *                               
          │        *                *            *         *                            
          │                                   *            *                            
          │                         *       **                                          
          │                       *                                                     
       100┤                       *                                                     
          │                                                                             
          │                                                                             
          │                                                                             
          │                                                                             
        50┼─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬       
         52        56        60        64        68        72        76        80     

 
 
The above plot shows that Height and Weight are moderately correlated, that the correlation is positive and since the 

points appear to cluster around a straight line, that the relationship is fairly linear.   

 

1.3.7 Graphics Wizard 

 

Although graphics can be created using the session, users can also create graphics using the Graphics Wizard.  

Select Graphics from the main menu and the following screen will appear. 
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The user then has the option to select the chart type, one or two variable names and an optional width setting:  
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1.4 Obtaining Summary Statistics from tabular data 

 

While it is useful to obtain statistics from raw data, it may also be useful to obtain statistics from tabular data.  Let’s 

obtain the relative frequency of family size from the student data.   When the second column of a frequency table 

contains positive integers, the frequency distribution represents a sample because the second column contains count 

data: 

      SAMPLE_FREQ←frequency D.Family 
      SAMPLE_FREQ 
0  2 
1 17 
2 11 
3  7 
4  1 
      mean SAMPLE_FREQ 
1.6842 
 
      variance SAMPLE_FREQ 
0.87055 
 
 

A frequency table represents a population when its second column sums to 1 and contains values strictly between 

zero and 1.     

 

      FR←relative frequency D.Family 
     FR 
0 0.052632 
1 0.44737  
2 0.28947  
3 0.18421  
4 0.026316 
 
 
      mean FR 
1.6842 
      variance FR 
0.84765  
       
Note that while the sample and population means are the same, the variances are slightly different.   This is because 

the sample variance uses the denominator n-1.    
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Chapter 2 – Probability 

 

There are three types of probability:   Theoretical, empirical and subjective.  In this section we will look at empirical 

probability by examining the rules of probability using a data set and at theoretical probability by looking at various 

probability distributions.  

 

Probabilities range from 0 (impossible) to 1 (certain).   Probabilities greater than ½ are considered likely or 

probable, whereas probabilities less than ½ are considered possible.  Probabilities less than 0.05 are considered 

unlikely.  

 

 A trial is a simple experiment such as tossing a coin or rolling a die and observing the result. 

 

An outcome is the result of a trial.  The outcome of tossing a coin is either a head (H) or a tail (T).  The outcome of 

rolling a die is one of the numbers between one and six.  

 

An event is a set of outcomes.   Rolling greater than 4 on a die is an event consisting of the two outcomes 5 and 6.  

A simple event consists of a single outcome; thus tossing a coin and getting a head is a simple event.  

 

The set of all events is known as the sample space.   The sample space for tossing a coin is {H,T} whereas the 

sample space for rolling a die is {1,2,3,4,5,6}.   

 

The occurrence of an event is a success; the non-occurrence of an event is a failure.  We represent a success by the 

number 1 and a failure by 0.   

2.1 Theoretical Probability 

 

We define theoretical probability as the number of successes divided by the total number of outcomes.   The 

assumption is that each outcome is equally likely.  

 

For a coin toss, there are two possible outcomes: heads and tails.   Only one outcome, Heads, is a success.   

Therefore the probability of heads is one success divided by two outcomes or 1/2: 

 

    X←'H,T'     
    proportion X eq 'H' 
0.5 
     
The probability that X>4 on the roll of a die can be calculated by dividing the number of successful outcomes (2) by 

the number of outcomes in our sample space (6).  Thus the probability is 1/3.  

 

          X←1 2 3 4 5 6 
    X>4 
0 0 0 0 1 1 
    proportion X>4 
0.33333  
 
In a deck of cards there are four suits:  Spades, Hearts, Diamonds and Clubs and 13 ranks:   

Ace,King,Queen,Jack,10,9,8,7,6,5,4,3 and 2. 

 

Let us create two variables:  Suit and Rank: 

 

     RANK←Y,Y,Y,Y←toNestedVector 'A,K,Q,J,10,9,8,7,6,5,4,3,2'                                                               
     SUIT←13/toNestedVector 'Spade,Heart,Diamond,Club' 
 

In blackjack or 21, tens and face cards are worth 10 points each.   The probability that a card is worth 10 points can 

be calculated by selecting the number of tens and face cards.  There are four suits and three face cards in each suit 
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(King, Queen and Jack).  So there are 12 face cards and four tens for a total of 16 successes.   There are 52 cards in 

the deck so the probability is: 

  

         16 div 52 
0.30769 
 
    proportion RANK in 'K,Q,J,10'                          
0.30769     
 
  

2.2 Empirical Probability 

 

Empirical probability is based on observed data.   The probability of an event is calculated by the number of 

successes in the same (x) divided by the sample size (n).   From the student data we obtain the following frequency 

distribution: 

 

    frequency D.Sex   
 F   9 
 M  29 
    
 
The probability that a student is female is calculated by taking the number of female students (9) divided by the total 

number of students in the sample (9+29=38).  Thus 

 

    proportion D.Sex eq 'F' 
0.23684 

2.3 Rules of Probability 

There are four rules of probability:  the complement rule, the addition rule, the multiplication rule and the 

conditional rule.  They roughly correspond to the four logical functions:  not, and, or and if as well as the four 

arithmetic operations:   -,×,+,÷  
 

Rules of Probability (Summary) 

Term Symbol Condition Special Formula General Formula Operation 

Complement 

(not A) 
𝐴′ None 𝑃(𝐴′) = 1 − 𝑃(𝐴) - 

Union 

(A or B) 
A∪B 

Mutually 

Exclusive 
P(A∪B) = P(A) + P(B) 

P(A∪B) = P(A) + P(B) - 

P(A∩B) 
+ 

Intersection 

(A and B) 
A∩B Independent P(A∩B) = P(A)P(B) P(A∩B) = P(A)P(B|A) × 

Conditional 

(A if B) 
A|B Independent P(A|B) =P(A) P(A|B) = P(A∩B)/P(B) ÷ 

 

 
 

2.3.1 The Complement Rule 

 

The complement of an event is the non-occurrence of an event.   Since an event must either occur or not occur, the 

probability of non-occurrence is one minus the probability of the event.   

 

From the student data we obtain the following frequency distribution showing that there are 11 democrats, 11 

independents and 16 republicans out of the 38 students: 
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    frequency D.Party 
 D  11 
 I  11 
 R  16 
 

The probability that a randomly selected student is a Republican is: 

 

        proportion D.Party eq 'R' 
0.42105 
 

The complement is the event that a student is not a Republican.   The probability is 1-0.4205 or: 

 

    proportion D.Party ne 'R' 
0.57895 
 
The probability that a card drawn at random is not a spade is 

 

    proportion SUIT ne 'Spade'                               
0.75        

2.3.2  The Multiplication Rule   
 

Suppose we want to find the probability of tossing two coins and finding them both heads.    The probability of 

heads on the first coin is ½, and the probability of heads on the second coin is ½.   The sample space consists of four 

events {HH,HT,TH,TT}.  Only one of those contains both heads.  So the probability is ¼.   

 

     proportion 'HH,HT,TH,TT' eq 'HH' 
0.25 
 

We can also use the multiplication rule to find this.   The probability of heads on both coins is equal to the 

probability of heads on the first coin times the probability of heads on the second coin.   

 

   (proportion'H,T' eq 'H') times (proportion'H,T' eq 'H') 
0.25 
 
What is the probability that a card drawn from a deck of 52 is a red ace? 

 

    proportion (RANK eq 'A') and  (SUIT in 'Heart,Diamond') 
0.038462 
 

Again we can show using the multiplication rule that: 

 

    (proportion RANK eq 'A') times (proportion SUIT in 'Heart,Diamond')                                                                                                                                                                                                                                                                                                                                                                    
0.038462 
 

From the student data, let us create a contingency table using the variables Sex and Party.   The Variable D.Sex 

consists of the values  M=Male and F=Female.  The variable D.Party consists of the values D=Democrat, 

I=Independent and R=Republican. 

 

    D.Sex crossTab D.Party 
    D  I   R  
 F  3  2   4  
 M  8  9  12  
        



33 

 

What is the probability that a student is both a republican and male?    From the data we can see that there are 8 

students out of 38 who are both republican and male.  Thus the probability is 12/38 or: 

 

    proportion (D.Party eq 'R') and (D.Sex eq 'M') 
0.31579 
 
Now let’s apply the multiplication rule:    

 

      proportion D.Party eq 'R' 
0.42105 
      proportion D.Sex eq 'M' 
0.76316 
      .42105 x .76316 
0.32133 
 
Hey, what gives?   The multiplication rule does not agree with the counting rule.   What is different from the first 

example where this worked?    The multiplication rule only works when the two events are independent of each 

other.    In the first example, the first coin toss has no effect on the second.   In the second example, the variables 

Sex and Party are not independent of each other.  That is, the probability that a person is male or female is 

affected by his or her political affiliation. 

2.3.3  The Addition Rule   
 
Now let us find the probability that a student is a Democrat or a Republican.   We can simply add the probabilities:   

 

     proportion  D.Party eq 'D' 
0.28947 
     proportion  D.Party eq 'R' 
0.42105      
     proportion (D.Party eq 'D') or (D.Party eq 'R') 
0.71053 
 
What is the probability that a student is either Republican or male?   Let’s try the addition rule: 

 

     R←proportion D.Party eq 'R' 
0.42105 
     M←proportion D.Sex eq 'M' 
0.76316 
     R+M 
1.1842 
 

How can we have a probability that is greater than one?  We actually counted the students that were both male and 

republican twice.  Let’s look at   the contingency table again: 

 

        D    I   R  Total 
 F      3    2   4    9 
 M      8    9  12   29 
Total  11   11  16   38 
 

There are a total of 16 Republicans and 29 male students.    The students who are Republican or male are: 

 

    8+9+12+4 
33 

 

So the probability that a student is either Republican or male is:   33/38.  
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         proportion (D.Party eq 'R')or(D.Sex eq 'M') 
0.86842 
 
To compensate for the double counting, we must subtract the probability that both events occur:    

 
    RANDM←proportion (D.Party eq 'R') and (D.Sex eq 'M') 
0.31579 
    R+M-RANDM 
0.86842 
 
So why did we not have to compensate for double counting in the first example?  That is because the two events D 

and R were mutually exclusive; they could not both occur at the same time.  No one can be both a Democrat and a 

Republican.   Notice that the probability of both events occurring is 0: 

 

    proportion (D.Party eq 'D') and (D.Party eq 'R') 
0 
 
We could still apply the special rule, but we don’t have to worry about double counting a group that has no 

members.  

 

In another example, what is the probability that a card is an ace or a spade?    

 

First we find the marginal probabilities: 

      
     A<-proportion RANK eq 'A'                                                                                                                                                                                                                                                                                                                                                                                                                         
0.076923 
     S<-proportion SUIT eq 'Spade'                                                                                                                                                                                                                                                                                                                                                                                                                
0.25                
 
Then we find the joint probability: 

                                                                                                                                                                                                                                                                                                                                                                                                                                 
     AS<-proportion (RANK eq 'A')and (SUIT eq 'Spade')                                                                                                                                                                                                                                                                                                                                                                                             
0.019231  
 
Finally we add the marginal probabilities and subtract the joint probability:  
     A+S-AS                                                                                                                                                                                                                                                                                                                                                                                                                                           
0.30769      
 
This gives us the correct result for the union of two groups, eliminating the double counting: 

 
     proportion (RANK eq 'A') or (SUIT eq 'Spade') 
0.30769 
 
    

2.3.3  The Conditional Rule   
 
Earlier we mentioned that the variables Sex and Party are not independent of each other, because knowing 

something about one variable gives us information about the other.   Not having any other information, we can find 

the probability that a student is a Republican: 

 

     proportion D.Party eq 'R' 
0.42105 
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Suppose we randomly selected a male student.   What is the probability he is republican?   We can simply take the 

number of students who are both male and Republican, and divide by the number of male students.   So the 

probability is now 12 out of 29 or: 
 
     proportion (D.Party eq 'R') given (D.Sex eq 'M') 
0.41379 
 

Suppose we randomly selected a republican student.  What is the probability that the student is male?  Surprisingly 

this probability is not the same.  Again we take the 12 students that are both male and republican and divide by the 

total number of Republicans; the probability is 12 out of 16: 

 

     proportion (D.Sex eq 'M') given (D.Party eq 'R') 
0.75 
 

Since the conditional probability is different than the original probability, we can conclude that Sex and Party are 

not independent.  

 

In the deck of cards, the rank is independent of the suit because the conditional probability is the same as the 

marginal probability: 

 

     proportion (RANK eq 'A') given (SUIT eq 'Spade')                                                                                                                                                                                                                                                                                                                                                                                                     
0.076923   
 
     proportion RANK eq 'A'                                                                                                                                                                                                                                                                                                                                                                                                                          
0.076923                                                                                                                                                                                                                                                                                                                                                                                                                                                  

   

 

Bayesian Statistics 
 

The conditional probability rule can be used in different ways.   Suppose the probability that a person has cancer is 

3%.  A certain test will be positive 90% of the time when a person has cancer.   But there is a 2% chance of a false 

positive.   What is the probability that a person actually has the disease if the result is positive?   We know  

P(Test|Disease) = 0.9.   What we are trying to find is P(Disease|Test).  

 

We use the conditional rule:  P(A|B)  =  P(A ∩ B)/P(B) and P(B|A) = P(A∩B)/P(A).  

  

From this we can show: 

 

P(A|B)P(B) =  P(A ∩ B) = P(B|A)P(A) 

 

We can then show that   P(B|A) = P(A|B)P(B)/P(A). 

 

The marginal probability 𝑃(𝐴) = ∑ 𝑃(𝐴 ∩ 𝐵𝑖)𝑖 = ∑ 𝑃(𝐴|𝐵𝑖)𝑖 𝑃(𝐵𝑖) 

 

So we can show:   

𝑃(𝐵𝑖|𝐴) =
P(𝐴|𝐵𝑖)P(𝐵𝑖)

∑ 𝑃(𝐴|𝐵𝑖)𝑖 𝑃(𝐵𝑖)
 

 

      
Let us first set the prior probabilities:   P(Cancer), P(No Cancer) 

 
      PRIOR←0.03 0.97       
 
Now let us set the conditional probabilities:  P(Positive|Cancer) , P(Postive|No Cancer) 
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      COND←0.9 0.02 
 
Now let find the Bayesian probabilities:   P(Cancer|Positive),P(No Cancer|Positive) 

 

         bayes show PRIOR COND     
0.5819 0.4181 
 
 To obtain the details, use the show operator:     

 

        'Cancer,No Cancer' bayes show PRIOR COND         
 Event        Prior    Cond   Joint    Posterior    
 Cancer       0.03      0.9   0.027    0.5819    
 No Cancer    0.97      0.02  0.0194   0.4181    
 Total        1     Marginal  0.0464   1    
 
Thus in conclusion we find that if the test is positive, the probability of cancer is 58.19%. 

 

2.4 Counting Rules 

In theoretical probability, the probability of an event is the number of successful outcomes divided by the total 

number of outcomes.    Thus, in order to compute theoretical probabilities, one must learn how to count.   

2.4.1 Multi-Step Experiment 

 

Identical Trials.  If we perform the same experiment more than once, how many possible outcomes are there?  The 

formula for performing k trials, each having n outcomes is: 

 

𝑘𝑛 

 

In TamStat we use the power function: * 
 
Flipping a coin 7 times.   There are 7 trials and 2 outcomes (heads and tails) for each trial: 

 

      2*7 
128 
       

Throwing 5 dice (as in Yahtzee).   There are 5 dice and 6 outcomes for each die: 

 

      6*5 
7776 
 
Non-Identical Trials.  If the probabilities differ for each experiment, the general formula for k experiments is : 

𝑛1 × 𝑛2 × ⋯× 𝑛𝑘  where 𝑛𝑖 is the number of outcomes for experiment i. 

 

Tossing a coin, then throwing a die.   There are 2 outcomes for the first trial and 6 for the second; thus 

 

      2 times 6 
12 
       
In Pennsylvania, standard license plates consist of 3 letters followed for 4 digits, e.g. ABC1234. How many possible 

license plates are there?   .  There are 26 outcomes for each of the first three symbols, plus 10 outcomes for each of 

the last four.  The result is: 26 × 26 × 26 × 10 × 10 × 10 × 10 = 263104 
 
      (26*3) times (10*4) 
175760000 
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The last PA census was only 12,281,284 so there are plenty of remaining license plate combinations. 

2.4.2 Factorials, Permutations and Combinations 

 

Factorials. How many ways can one arrange three items without repeating A,B,C?  There are 3 possibilities for the 

first item, two for the second and one for the third      3 ×   2 ×  1 =  6.   The number of ways to arrange n objects 

is 𝑛!  
𝑛! = 𝑛 × (𝑛 − 1) × ⋯× 2 × 1 

  
There are six ways to arrange 3 objects:   {ABC,ACB,BAC,BCA,CAB,CBA}  
 
       
      !3 
6 
 
How many ways can one arrange 7 objects?  10 objects?  

 

   !7 10 
5040 3628800 
 
One can see that factorials get surprisingly large very quickly.    That is why we use the exclamation point as the 

symbol for this function.  
 
Permutations.  Suppose there is an Olympic event in which there are 10 contestants.  How many possible results 

are there if we are only interested in the three medalists?    Using the multi-step experiment approach, there are 10 

possibilities for the gold medal, nine remaining for the silver, and 8 for the bronze.  Thus there are 10x9x8 = 720 

possibilities.  Writing this in terms of factorials :  

𝑃10 3 =
10!

(10 − 3)!
=

10!

7!
= 10 × 9 × 8 

    10×9×8 
720        
    (!10)÷(!7) 
720 
 
Or more succinctly: 

  

    ÷/!10 7 
720 
 

Combinations. Let’s look at a similar problem.  Suppose we need to hire 3 bank tellers and we get 10 job 

applications.   The only thing that matters is who gets hired.  Order does not matter.    From the previous problem we 

know that there are 720 ways to accomplish this when order is important.  Since there are 3!=6  ways to arrange 3 

objects, we simply divide  720 by 6 = 120.   

𝐶10 3 = (
10
3

) =
10!

3! 7!
=

10 × 9 × 8

3 × 2 × 1
= 120 

 

For combinations, we simply enter:   

     3!10 
120  
 

What are the total number of poker hands?   In this case we have 52 cards selected 5 at a time without regard to 

order: 

     5!52 
2598960 
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In summary, the five counting rules are  

 
1 2

Identical Trials:             

Non-identical trials:  

Factorial:  ! 1 3 2 1

k

k

n

n n n

n n n      

 

 

 

!
Permutations:  

!

!
Combinations: 

! !

n k

n k

n
P

n k

n n
C

k k n k




 
  

 

 

2.5 Random Variables and Probability Distributions 

 

A probability distribution is set of possible values each having a certain probability, the sum of which totals one.  

Suppose we take a die and roll it.  Since each outcome is equally likely, we call this distribution the uniform 
distribution.  The probability distribution looks like this: 

 

     X←1 2 3 4 5 6 
     X,[.5]6 uniform probability = X 
1 0.16667 
2 0.16667 
3 0.16667 
4 0.16667 
5 0.16667 
6 0.16667 
 

A random variable takes on any value of its distribution.  Thus we can simulate the roll of a single die:   

 

     6 uniform randomVariable 1 
3 
       

The 6 on the left tells us that we are choosing a number between 1 and 6 randomly.  The 1 on the right tells us we 

are rolling a single die.  We can simulate rolling two dice as in a game of craps as follows: 

  

        6 uniform randomVariable 2 
2 5 
 

In the game of Yahtzee, we roll 5 dice: 

 

        6 uniform randomVariable 5 
5 6 3 2 3 
 

What is the expected value (average) roll of a single die?   

 

𝐸[𝑋] = ∑𝑥𝑃(𝑥) 

 

Here will simply multiply each value by its corresponding probability and add them up.   For the uniform 

distribution:  

 

     6 uniform theoretical mean ‘’ 
3.5 
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The variance of a random variable is defined as: 

  

𝑉𝑎𝑟[𝑋] = ∑(𝑥 − 𝐸[𝑋])2𝑃(𝑥)  
 

For the uniform distribution, the variance is:  

 
    6 uniform theoretical var ‘’ 
2.9167 
 
Of course the standard deviation 𝜎 = √𝑉𝑎𝑟[𝑋] is more meaningful because it is in the same units as the mean:   

 
    6 uniform theoretical sdev ‘’ 
1.7078 
 

 

Suppose we have an insurance policy that pays $100,000 in case of death or $50,000 in case of disability.  Otherwise 

it pays nothing.   The probability of death is 1/1000 and the probability of disability is 2/1000.   We can construct a 

probability distribution for the insurance payouts:   We define this distribution as multinomial with  the 

following parameters: 

 

       OUTCOMES←'DEATH' 'DISABILITY'  'NEITHER' 
       PAYOUTS←100000 50000 0 
       PROBS←.001 .002 .997 
 
To extract the probability of a $50,000  payout simply  provide the parameters PAYOUTS and PROBS as the left 

argument and $50,000 as the right argument: 

 

       PAYOUTS PROBS multinomial 50000 
0.002  
 
The probability distribution is shown here:  

 
 OUTCOMES,PAYOUTS,[0.5]PROBS 
 DEATH       100000 0.001 
 DISABILITY   50000 0.002 
 NEITHER          0 0.997 
 
What is the expected payout of this policy?   We simply multiply the payouts by the probabilities and add them up. 

We apply the theoretical operator to multinomial to accomplish this: 

 

      PAYOUT PROBS multinomial theoretical mean ‘’ 
200 
 
To find the variance of a random variable, we simply enter: 

 

             PAYOUT PROBS multinomial theoretical var ‘’ 
14960000  
 

The standard deviation  is a more useful measurement because it is in the same units as the expected value: 

 

          PAYOUT PROBS multinomial theoretical sdev ‘’ 
3867.8 
 
Which is riskier for the insurer: two policyholders each buying a single policy, or a single policyholder buying two 

policies?  
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The standard deviation for two policyholders can be calculated as follows: 

 

       VARX←PAYOUT PROBS multinomial theoretical var ’’   
       sqrt VARX+VARY 
5469.9 
 
The standard deviation for a single policyholder holding two policies is: 

 
       VAR2X←(2× PAYOUT) PROBS theoretical multinomial var ‘’ 
       sqrt VAR2X 
7735.6 
 

Since the standard deviation is larger for the single policyholder, it is less risky to insure two policyholders. 

 

What is the probability that the insurance company must pay a claim? 

 

                PAYOUT PROBS multinomial probability ne 0 
0.003 
 

Linear combinations of means and variances of random variables 
 
The expected value a constant times a random variable is the constant times the expected value:  
 
      mean 2 times D.Height 
137.55 
      2 times mean D.Height 
137.55 
 
The expected value of the sum of two random variables is the sum of the expected values:  
 
      mean D.(Height+Weight) 
238.55 
      (mean D.Height)+(mean D.Weight) 
238.55 
 
The variance of a constant times a random variable is the constant squared times the expected value:  
 
 
      var 2 times D.Height 
80.146 
      4 times var D.Height 
80.146 
 
The variance of the sum of two random variables is the sum of the variances if the two variables are independent.  

 

If the random variables are not independent, we have to add twice the covariance: 
 
 
      var D.(Height+Weight) 
2047.2 
       D.Height cov D.Weight 
124.23 
      (var D.Height)+(var D.Weight)+2 times ( D.Height cov D.Weight) 
2047.2  
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If two variables are independent, their covariance is zero. 

 

The rules of expected value and variance are summarized below:   
 
 
 Constant Multiple Sum of Two Random Variables 

Expected Value 𝑬[𝒂𝑿] = 𝒂𝑬[𝑿] 𝑬[𝑿 + 𝒀] = 𝑬[𝑿] + 𝑬[𝒀] 
Variance 𝑽𝒂𝒓[𝒂𝑿] = 𝒂𝟐𝑬[𝑿] 𝑽𝒂𝒓[𝑿 + 𝒀] = 𝑬[𝑿] + 𝑬[𝒀] + 𝟐𝐜𝐨𝐯(𝑿, 𝒀) 
        
 
 

Bernoulli Trials 
 
A Bernoulli trial has three characteristics:   

  

1. Two possible outcomes success(1) and failure(0).   

2. The probability of success (p) is the same on every trial  

3. The trials are independent.  

 

A simple example of a Bernoulli trial is a coin toss.  There are two outcomes:   heads (1) and tails (0); the 

probability of success (heads) is always ½, and each coin toss is independent of the others.  To create a single 

Bernoulli trial with p=1/2, we use the binomial function without a parameter list: 

 

      binomial probability = 1 
0.5 
 
To simulate Bernoulli trials, we can use the randomVariable operator.  Simulate 10 coin tosses: 

 

      binomial randomVariable 10 
1 1 0 1 1 0 1 0 0 1 
 
 

Suppose the probability of success is not exactly ½.  Let us define success as rolling a die and getting a six.  Then 

p=1/6.   We provide a left argument to the binomial function.   

 

       P←1 div 6 
       P binomial probability = 0 1 
0.83333 0.16667 
 

Let us simulate tossing 5 dice:   

 

       P binomial randomVariable 5 
0 0 0 1 0 
 
The ones represent rolling a six; the zeros represent not rolling a six.  
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2.5.1 Discrete Distributions 

A discrete distribution is defined by its probability mass function.   

 

Discrete Probability Distributions 
 General Formula Binomial Formula 
Probability 
 

From Table 
𝑃(𝑥) =

𝑛!

(𝑛 − 𝑥)! 𝑥!
𝜋𝑝𝑥(1 − 𝜋)𝑛−𝑥 

Mean 𝜇 = ∑𝑥𝑃(𝑥) 𝜇 = 𝑛𝑝 

Variance 

(Standard Deviation =√𝑉𝑎𝑟 ) 
𝜎2 = ∑(𝑥 − 𝜇)2𝑃(𝑥) 𝜎2 = 𝑛𝑝𝑞 

 

   

 

Is zero a 

legitimate 

value? 

Is 

there 

an 

upper 

limit? 

Distribution Probability Parameters 

Mean Standard Deviation 

Yes Yes Binomial* (
𝑛
𝑥
) 𝜋𝑥(1 − 𝜋)𝑛−𝑥 

n = sample size 

π = probability 

of success 

𝑛𝜋 √𝑛𝜋(1 − 𝜋) 

Yes Yes Hyper-

Geometric** 
(
𝑚
𝑥
) (

𝑁 − 𝑚
𝑛 − 𝑥

)

(
𝑁
𝑛
)

 

m=successes in 

population 

n=sample size 

N=population 

size 

𝑛𝑚

𝑁
 

√
𝑛𝑚(𝑁 − 𝑚)(𝑁 − 𝑛)

𝑁2(𝑁 − 1)
 

Yes No Poisson 𝑒−𝜆𝜆𝑥

𝑥!
 

𝜆 = 𝑛𝜋 

Mean number 

of successes 

𝜆 √𝜆 

No Yes Uniform 1

𝑛
 

n = number of 

unique values 

𝑛 + 1

2
 

√
𝑛2 − 1

12
 

No No Geometric 𝜋(1 − 𝜋)𝑥−1 

 

π = probability 

of success 

1

𝜋
 √1 − 𝜋

𝜋
 

  *Infinite population or sampling with replacement 

**Sampling without replacement from finite population 

 

The Uniform Distribution 
 

In the uniform distribution, each outcome is equally likely.    An example of the uniform distribution is tossing a die.  

Since there are 6 possible outcomes, we provide the left argument n = 6.   The uniform function calculates the 

probability of each outcome.  For example the probability of rolling a two is: 

 

    6 uniform 2 
0.16667 
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In fact, the probabilities for any value between 1 and 6 are all 1/6: 

 

      6 uniform 1 2 3 4 5 6 
0.16667 0.16667 0.16667 0.16667 0.16667 0.16667 
              
To calculate probabilities of events requires the use of the probability operator.   Thus the probability of rolling a 

number greater than 4 is 1/3: 

 

    6 uniform probability > 4 
0.33333 
 

The probability of not rolling a five is 5/6:  

 

    6 uniform probability ne 5 
0.83333 
 

The Binomial Distribution 
 

Suppose we flip 5 coins.  What is the probability that exactly two of them turn up heads?   For this we use the 

binomial distribution.   In this case we have five Bernoulli trials.   There are two parameters for the binomial 

distribution:  the number of trials and the probability of success.     Thus the binomial function produces the 

probability of the outcome. 

 

     5 0.5 binomial 2 
0.3125 
 
If we want to find the probability of the event that at least two are heads, we must use the probability operator 

 

     5 0.5 binomial probability ge 2 
0.8125 
 

A baseball player has a batting average of .221.    Assuming that in 9-inning game a batter gets four at-bats.  What is 

the probability that he bats safely (gets at least one hit)?   

 

       4 .221 binomial probability ge 1 
0.63174 
 

At a car dealership, the probability that a customer will buy a car is 20%.   If the dealership averages 15 customers a 

day, what is the expected number of sales?   What is the variance? 

 

     15 0.2 binomial theoretical mean ‘’  
3 
     15 0.2 binomial theoretical variance ‘’  
2.4                   
 

What is the probability that the dealership sells exactly 3 cars? 

 

     15 0.2 binomial probability = 3 
0.25014 
 

What is the probability that the dealership sells at least 3 cars? 

 

    15 0.2 binomial probability ge 3 
0.60198 
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What is the probability that the dealership sells more than 2 cars but less than 6 cars?  

 

    15 0.2 binomial probability between 2 6 
0.54093 
 

The Poisson Distribution 
 

The Poisson distribution is often used to model the number of random arrivals at a facility.   Suppose that a hospital 

emergency room averages 5 patients per hour.     What is the probability that in the next hour there will be exactly 6 

emergencies?      

 

        5 poisson probability = 6 
0.14622 
 
Suppose there are 10 seats in the waiting room.   What is the probability that there will be enough seats for the 

patients who have to wait?    

 

    5 poisson probability le 10 
0.9863 
 

Generate random arrivals at the emergency room for the next 24 hours: 

 

    5 poisson randomVariable 24 
3 3 9 5 4 4 11 5 1 4 7 7 6 3 7 5 5 4 4 4 8 2 3 5 
 

2.5.2 Continuous Distributions 

 

Continuous variables include quantities that can be infinitely subdivided, such as height, weight, cost and 

temperature.  These variables cannot be represented by integers.   

 

 Suppose you know the bus comes every 20 minutes.   When you arrive at the bus stop, how long do you have to 

wait for the next bus?     In this case we use the continuous version of the uniform distribution also known as the 

rectangular distribution.   To illustrate, we will draw a graph and make the area under the curve equal to one.  That 

way, probability equals area. 

 

For the rectangular distribution, 𝑎 = 0 and 𝑏 = 20.    The area under the curve equals 1, so the height 𝑓(𝑥) = 1/20. 

 

 

 

   f(x)                                                                                                   
          │                                                                                                 
          │                                                                                                 
          │                                                                                                 
      1   │                                                                                                 
    ───── ┤         ┌─────────┐                                                                             
     b-a  │         |         |                                                                             
          │         |         |                                                                             
          │         |         |                                                                             
         0┼─────────┬─────────┬─────────┬──                                                                 
          0         a         b         x        
 
Figure 2  Rectangular (continuous uniform) distribution                                                            

                                              



45 

 

What is the probability you will catch the bus within 10 minutes? 

 

     20 rectangular probability<10 
0.5 
 
What is the probability it will take at least 5 minutes? 

 

          20 rectangular probability ge 5 
0.75 
 
What is the probability it will take exactly 10 minutes? 

 

     20 rectangular probability = 10 
0 
    
If this answer surprises you, it’s because the probability that the bus arrives in exactly 10 minutes is not the same as 

approximately 10 minutes.  If we want to say that the bus arrives in the 10
th

 minute, we must indicate the probability 

as follows:  

 
    20 rectangular probability between 9.5 10.5 
0.05  

 

This is true of all continuous distributions; we must talk about intervals, not exact values. 

 

Exponential Distribution 
 

Suppose the average life of a light bulb is 1000 hours.  What is the probability that a light bulb will last 1200 hours? 

The poisson parameter lambda is 1/average life = 1/1000: 

 

     .001 exponential probability > 1200 
0.30119 
 

The lifetimes of light bulbs do not follow a normal distribution.   It is highly skewed to the right.   This means that 

more than half of the light bulbs will fail before the average life of 1000 hours.  In fact more than half of the light 

bulbs will fail before 700 hours: 

 

    .001 exponential theoretical skewness ‘’ 
2 
    .001 exponential theoretical median ‘’ 
693.15 
 

The exponential distribution is related to the Poisson distribution.  If we average 5 customers per hour in a store, the 

time between customer arrivals follows an exponential distribution with parameter λ= 5.  Thus if a customer arrives 

at our store at exactly 10:00 a.m., what is the probability that the next customer will arrive within the next quarter 

hour?  

 

    5 exponential probability < .25 
0.7135  
 

Normal Distribution 
 

The normal distribution has a bell-shaped curve and is one of the most well-known distributions in statistics.  It was 

discovered by Karl Friedrich Gauss.  Below is a copy of the German 10 Mark note (before the Euro took over). 

 



46 

 

 
 

 

When Gauss was young, for misbehaving, he was given the arduous task of adding up the numbers from 1 to 100.  

He wrote the numbers from 1 to 50 in a column, and then wrote the numbers from 51 to 100 in the next column in 

reverse order.  He then added the rows:   1 + 100 = 101; 2 + 99 = 101, etc. and discovered there were 50 rows 

each containing the sum of 101. The solution was simple:   50 ×  101 =  5050. 

 

The formula for the density function of the normal distribution is:  𝑓(𝑥) =
1

𝜎√2𝜋
𝑒−

1

2
(
𝑥−𝜇

𝜎
)
2

, where µ is the mean and 

σ is the standard deviation.  If we set 𝜇 = 0 and 𝜎 = 1 we have the standard normal distribution which corresponds 

to Z-scores that we discussed previously; the formula simplifies to:  

 

𝑓(𝑥) =
1

√2𝜋
𝑒−

1
2
𝑥2

 

 

The bell-shaped curve can be seen in the density function:  

  

      normal ¯3 ¯2 ¯1 0 1 2 3 
0.0044318 0.053991 0.24197 0.39894 0.24197 0.053991 0.0044318 
 

 
 

As we have seen with other continuous distributions, particularly with the rectangular, the density function does not 

give us probabilities; we need to calculate the area under the curve.  The density function for the standard normal 
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distribution is impossible to integrate symbolically; we must integrate numerically.   Many textbooks provide tables 

for the standard normal distribution; TamStat © allows us the simply enter the function monadically without 

parameters: 

 

     normal probability < 1.25 
0.89435  

We can also find the value of the standard normal distribution which cuts off the top 5% of values: 

 

     normal criticalValue  < .05 
1.6449 
 

What is the 30
th

 percentile of the standard normal distribution? 

 

     normal criticalValue  > .30 
¯0.5244 
 
In the real world, we must translate values so that the match the values in the standard normal distribution.    

Suppose male heights are normally distributed with a mean of 68 inches and a standard deviation of 3 inches. 

What is the probability that a randomly selected man is no taller than 72 inches? 

 

           68 3 normal probability < 72 
0.90879 
 

What is the probability that a randomly selected man is between 60 and 70 inches? 

 
     68 3 normal probability between 60 70  
0.74368 
 
What height represents the 95

th
 percentile of all male heights?   

 

     68 3 normal criticalValue > .95  
72.935  

 

Normal Approximation to Binomial Distribution 
 

A Boeing 747 seats 450 passengers.    Assuming 5% no-show rate, an airline overbooks this flight by 14 passengers.   

What is the probability that the airline has to turn away ticketed passengers?   

 

We will assume a binomial distribution with 𝑛 = 450 + 14 = 464, and 𝑝 = 1 − 0.95 =  0.05.  𝑥 is the number of 

passengers showing up for the flight.    

 

     464 .95 binomial probability > 450 
0.013939 
 

We can also use the normal approximation to the binomial when both  𝑛𝑝 > 5    and 𝑛(1 − 𝑝) > 5.   

 

          .05 .95 x 464 
23.2 440.8 

 

 We set 𝜇 = 𝑛𝜋 and = √𝑛𝜋(1 − 𝜋) .  Thus  

 

      MU←464 times .95 
440.8 
      SIGMA←sqrt 464 times 0.95 times 1-0.95 
4.6947 
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We also must use the continuity correction factor for the normal distribution.    𝑋 = 450 for the binomial 

distribution translates to          449.5 ≤ 𝑋 < 450.5 in the normal distribution; thus 𝑋 > 450 in the binomial would 

be 𝑋 > 450.5 in the normal distribution.    

 

             MU SIGMA normal probability > 450.5 
0.019406 
 
 
We see that the airline will turn away ticketed passengers less than 2% of the time.   

 

2.5.3 Distribution Wizard 

 

Select “Distribution” from the main menu then select “Wizard”. 
1
  The following screen will appear: 

 

 
 

 

The syntax group contains the basic inputs required for the various distribution operations.  Once a distribution is 

selected, the appropriate parameter list will appear in a grid on the right.  The user can then enter the parameter 

values in the ‘Value’ column of the parameter grid.  

 

Select the appropriate distribution, operator and relation.   Then enter the distribution parameters in the parameter 

list on the right, and value of interest. Press “Calc” to generate the expression and display the result. 

 

Press the “Graph” button to display the probability curve and area of interest when the “probability” or 

criiticalValue” operator is selected.    Drag the thumb along the trackbar at the bottom of the graph to see how the 

cumulative probability changes with the value.   

 

                                                           
1
 From the Dyalog APL session, simply enter buildDist ''. 
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When performing a one-tail hypothesis test, one often wants to determine the p-value which is often an upper-tail 

probability. To obtain an upper tail probability, change the relation to  greater-than (>).  For example, find the 

probability that a chi-square random variable with 5 degrees of freedom exceeds the value 6: 
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Sometimes one is more interested in the critical value than the probability.   We are interested in finding the critical 

value of the Student t distribution with 10 degrees of freedom which is greater than 5% of all values: 

 
 

When performing analysis of variance, one is interested in finding the upper-tail critical value for the F distribution:   

  

 
 

 

 

 



51 

 

To determine the probability between two values, select the relation “between” and enter the two boundary values, 

“From” and “To”: 

 

 
 

 

To find the critical value for a confidence interval, use the relation  “=”  with the confidence level.  Thus the critical 

value for the normal distribution at 90% confidence is approximately 1.645. 
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To find the critical value for a two-sided hypothesis test, use the alternate hypothesis  “≠”  with the significance 

level α.   Thus the critical value for a t-distribution with 9 degrees of freedom at distribution at α=0.05 is 

approximately 2.2622 

 

 
 

When a discrete distribution is selected, a bar chart showing the probabilities for each individual value is displayed, 

with the value or values of interest highlighted.  
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Chapter 3 - Inferential Statistics 

 

When we study probability, we assume the general and draw conclusions about the particular.   Thus, we make 

assumptions about the population (general), and estimate the probability of a sample (particular).     The field of 

statistics is the inverse of this.   Statistics involves collecting data (the particular) and drawing inferences about the 

population (general).   The following chart illustrates this: 

 

 

 

 

 

 

 

 

 

 
Figure 3 - Relationship between Probability and Statistics 

 

3.1  Sampling Distributions 

Let’s take a random sample from any population, and estimate its mean.  Then let us repeat this experiment over and 

over again.   The resulting distribution has three properties: 

1. The resulting distribution is normal for a sample size greater than 30. 

2. The mean is the same as the population mean 

3. The standard deviation equals the standard deviation divided by the square root of the sample size 

 

Property number 1 is not intuitive.   This means that regardless of the shape of the original distribution, the sampling 

distribution will always be bell-shaped for a reasonably large sample size. 

 

Property number 2 suggests that the sample is unbiased.    Let us take n random variables from any distribution and 

calculate the sample mean: 

 

𝐸(�̅�) = 𝐸 [
1

𝑛
∑ 𝑋𝑖

𝑛

𝑖=1
] =

1

𝑛
𝐸 ∑ 𝑋𝑖 =

𝑛

𝑖=1

1

𝑛
∑ 𝐸[𝑋𝑖] =

1

𝑛
(𝑛𝜇)

𝑛

𝑖=1
= 𝜇 

 

Property number 3 requires some explanation.   The larger the sample size, the closer the sample mean is to the 

population mean.    What this simply means is that more experienced people have a better picture of reality than do 

less experienced people.  Would you rather have a surgery from a doctor who had performed the operation five 

times or one who had performed it 100 times?   I think the answer is obvious.  

 

𝑉𝑎𝑟(�̅�) = 𝑉𝑎𝑟 [
1

𝑛
∑ 𝑋𝑖

𝑛

𝑖=1
] =

1

𝑛2
𝑉𝑎𝑟 ∑ 𝑋𝑖 =

𝑛

𝑖=1

1

𝑛2
∑ 𝑉𝑎𝑟[𝑋𝑖] =

𝑛𝜎2

𝑛2

𝑛

𝑖=1
=

𝜎2

𝑛
 

 

 

The standard deviation of the sampling distribution is the square root of the variance and is known as the standard 

error. 

𝜎�̅� =
𝜎

√𝑛
 

 

 

Let’s look at some examples:     

 

Sample 

(Particular) 

Population 

 (General) 

Probability 

Statistics 
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Let us take 100 random samples of 30 heights from a hypothetical population of students with µ = 68 and 𝜎 = 3 

and calculate their means:   

 

      X←{mean 68 3 normal randomVariable ⍵}¨100/30 
      mean X 
68.026 
The true standard error is: 

      3 div sqrt 30 
0.54772 
Notice that the following expression is very close to the true standard error.  

      sdev X 
0.52594 
Notice that approximately 95 out of 100 samples fall within 1.96 standard deviations: 

    +/1.96>|(X-68.026)÷.52594 
95 
 

 

  

 

3.2 Confidence Intervals 

When we estimate parameters from a sample, the result we get is usually close but incorrect.  We would like to 

measure how close our estimate is; in fact, we are able to find an interval which usually contains the parameter.   

From the Central Limit Theorem, we know that the sampling distribution of the mean follows a normal distribution.    

 

3.2.1 Means 

The sample mean from our student data is shown below:   

 

               mean D.Height 
68.776 
 
But this value is probably not the same as the population height of all the students.   But we can find an interval 

which most likely contains the true population mean.    The sampling distribution for the mean tends to follow a 

normal distribution, thus 𝑍 =
�̅�−𝜇

𝜎 √𝑛⁄
.   Solving for the mean gives:  𝜇 = �̅� − 𝑍

𝜎

√𝑛
.   Since the standard normal random 

variable is symmetric, we can find our confidence interval: 

�̅� − 𝑍𝛼 2⁄

𝜎

√𝑛
< 𝜇 < �̅� + 𝑍𝛼 2⁄

𝜎

√𝑛
 

 

We find the confidence interval for the height   𝐶𝐼 = �̅� ∓ 𝑍𝛼 2⁄
𝜎

√𝑛
: 

 

     XBAR(-,+)Z times SX div sqrt N 
68.406 69.147 
 

Unfortunately, this formula assumes we know the population standard deviation σ.    We could not possibly know 

this if we don’t know the population mean.    So we substitute the sample mean and perform the calculation.    

 

Do you think Statistics is a dry subject?   In the 1890’s William Gossett worked for the Guiness Brewing Company.  

He dealt with small samples typically 𝑛 = 4. (After all if one tried large samples of beer he wouldn’t be in any 

condition to test for quality!)  The problem was that the estimates for variance for samples of this size are relatively 

inaccurate.  As an example, let us generate 100 samples of size 4 and calculate both their means and standard 

deviations:    
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   XXX←normal randomVariable each 100/4   ⍝ 100 samples of size 4 
   M←mean each XXX                        ⍝ 100 sample means 
   S←sdev each XXX                        ⍝ 100 sample standard deviations 
   Z←(M-0) div (S div 2)                  ⍝ This distribution should be N(0,1) 
   normal criticalValue < .05 div 2 
1.96 
   sum Z between ¯1.96 1.96           ⍝ We should get 95 but we only get 83!!  
83 
 
Clearly something is not right.   Gossett realized that and found that if sigma is not known, the sampling distribution 

has fatter tails than the normal distribution.   Since Guinness did not want him to publish trade secrets, Gossett 

published his results under the pseudonym “Student.”   This distribution with fatter tails is called the Student t-

Distribution or simply the t distribution.    The distribution has one parameter, degrees of freedom.   For a sample of 

size n, we need the t-distribution with 𝑛 − 1 degrees of freedom.  For our samples of size 4, we use 𝑑𝑓 = 3.   So if 

we want to contain 95% of all samples we calculate the critical value of the t-distribution:  

 

 
   3 tDist criticalValue = .95 
3.1824  
    

 

Now using the critical value of the t-distribution, we do in fact capture 95 % of all samples: 

  

   +/Z between (-3.1824),3.1824 
95 
 
Thus for small samples with σ unknown, we use the following confidence interval:  

 

�̅� − 𝑡𝛼 2⁄

𝑠

√𝑛
< 𝜇 < �̅� + 𝑡𝛼 2⁄

𝑠

√𝑛
 

 
The steps involved in creating a confidence interval (for σ unknown) are as follows:   
 

Step  TamStat Expression 

Estimate the sample mean: 

�̅� =
∑𝑥

𝑛
 

 

     XBAR←mean D.Height  
68.776 
 

Estimate the standard error:  

𝑠�̅� = √
𝑠

𝑛
 

 

    SX ← (sdev D.Height)div sqrt count D.Height  
0.72614 

Find the critical Value: 

 𝑡𝛼 2⁄  

    T ← (N-1) tDist criticalValue < 0.05 div 2 
2.0262 

Find the Margin of Error: 

𝐸 = 𝑡𝛼 2⁄ 𝑠𝑝 

          E ← SX times T 
1.4713 

Calculate the confidence 

Interval:    �̅� ∓ 𝐸 

    XBAR(-,+)E 
67.305 70.247 

  
The confInt operator combines all the steps above into one function.  Notice that interval is wider when we use 

the t-distribution: 
 
     mean confInt D.Height 
67.305 70.248 
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We are 95% confident that the mean height of the population is between 67.305 and 70.248 inches.    What if we 

wanted to be more confident, like 99%?   We then create a 99% confidence interval: 

 

     .99 mean confInt D.Height 
66.805 70.748 
 

Notice that this interval is wider.  We are more confident but less accurate.   We could reduce our confidence level 

to 90% to bring the interval even closer in: 

 

     .90 mean confInt D.Height 
67.551 70.001 
 

So there is a trade-off.   The more confident we are of our estimate, the less accurate and wider our interval.   How 

can we both increase our confidence and narrow the interval?   We must increase the sample size.   Suppose we 

would like the margin of error to be within one inch of the true height at 95% confidence?    

 

            S←sdev D.Height 
4.4762 
     .95 mean sampleSize 1 S  
80 
 
Our original sample size was: 

 

    count D.Height 
38 
 

So we need to increase our sample size from 38 to 80.  If we want 99% confidence we would have to increase our 

sample size to 135: 

     
    .99 mean sampleSize 1 S 
137 
 

 

3.2.2 Proportions 

 

A poll of likely voters is a sample of an election.   We can estimate the percentage of voters who will vote for a 

particular candidate, or the percentage of voters who belong to a particular party.   Let’s take the student data and 

estimate the percentage of students who are Republicans.    The point estimate is based on the formula: 

 

𝑝 =
𝑥

𝑛
=

Number of Republicans in Sample

Sample Size
 

 

     P ← proportion D.Party eq 'R' 
     P  
0.42105 
 
We can construct a confidence interval around this estimate by using the fact that we can approximate the binomial 

distribution with the normal distribution.    We can represent the random variable X (number of successes) in a 

sample of n likely voters by the binomial distribution with parameters n and π.    The estimated proportion p is a 

random variable =
𝑋

𝑛
 .   From this we can calculate the expected value and variance of the sampling distribution p:  

 

            𝐸 [
𝑋

𝑛
] =

1

𝑛
𝐸[𝑋] =

1

𝑛
(𝑛𝜋) = 𝜋             and              Var [

𝑋

𝑛
] =

1

𝑛2 Var[𝑋] =
𝑛𝜋(1−𝜋)

𝑛2 =
𝜋(1−𝜋)

𝑛
.  
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We approximate the distribution of p with the normal distribution with mean  𝜇𝑝 = 𝜋  and standard deviation  

𝜎𝑝 = √
𝜋(1−𝜋)

𝑛
.     The steps involved: 

 

Step  TamStat Expression 

Estimate the sample proportion: 

𝑝 =
𝑥

𝑛
 

 

    P ← proportion D.Party eq 'R' 
0.42105 
 

Estimate the standard error:  

𝑠𝑝 = √
𝑝(1−𝑝)

𝑛
 

 

    SP ← stdErr D.Party eq'R' 
0.081168  

Find the critical Value: 

 𝑍𝛼 2⁄  

    Z ← normal criticalValue < 0.05 div 2 
1.96 

Find the Margin of Error: 

𝐸 = 𝑍𝛼 2⁄ 𝑠𝑝 

          E ← SP times Z 
0.15909 

Calculate the confidence 

Interval:    𝑝 ∓ 𝐸 

    P(-,+)E 
0.26196 0.58014 

 
In TamStat® we can use the confInt operator:  
 

    proportion confInt D.Party eq 'R' 
0.26407 0.57803 
 
Obviously this interval (26.4% to 57.8%) is much too wide to be of any practical use.    Again we can narrow the 

interval by reducing the confidence level to 90%: 

 

    0.9 proportion confInt D.Party eq 'R' 
0.28931 0.55279 
 

This interval is still too wide.   We must increase the sample size, but how large should it be?   Suppose we would 

like to be with 3% of the true proportion.   We will start with the formula for the margin of error and solve for the 

sample size n.   Thus 

𝐸 = 𝑍𝛼 2⁄ √
𝜋(1−𝜋)

𝑛
              yields             𝑛 = 𝜋(1 − 𝜋) (

𝑍𝛼 2⁄

𝐸
)
2

. 

 

Applying the formula: 

 

            P times (1-P) times (Z div .03)*2 
1040.5 
 

We can also use the sampleSize operator which rounds up the sample to the next higher integer: 

 

     .95 proportion sampleSize .03 P 
1041 
 

The sample size for a 99% confidence interval would be: 

 

       .99 proportion sampleSize .03 P  
1798 
 

One of the problems with this formula is that it requires knowledge about the proportion which is what we are trying 

to find in the first place.   If we have no prior knowledge of the proportion, to be safe we should find the value of p 

which yields the largest sample size.    



58 

 

 

Let  𝑛(𝜋) = 𝜋(1 − 𝜋) (
𝑍𝛼 2⁄

𝐸
)
2

= (
𝑍𝛼 2⁄

𝐸
)
2
(𝜋 − 𝜋2) 

 

To find the maximum we set  𝑛′(𝜋) = (
𝑍𝛼 2⁄

𝐸
)
2
(1 − 2𝜋) = 0.    This requires that 𝑝 =

1

2
.   We can show this a 

maximum by showing 𝑛"(𝜋) = −2 (
𝑍𝛼 2⁄

𝐸
)
2

𝜋 < 0 since both π and the squared value are positive. 

 

Thus if we have no clue as to what π should be, use the value 0.5: 

 

    .95 proportion sampleSize .03 0.5  
1068 
 

That is why most polls use a random sample of about 1000 voters so that the margin of error is +/- 3 percentage 

points.  

3.3 Hypothesis Tests 

 

In a court of law, a person is considered not guilty unless there is reasonable doubt.   Hypothesis testing is similar in 

that we make an assumption as to the value of a parameter.   Since we cannot determine the exact value, we assume 

it is true unless there is significant evidence to the contrary.   In a trial, there can be four possible outcomes: 

 

 Verdict 

The Truth Guilty Not Guilty 

Defendant Is 

Guilty 

OK 

(1 − 𝛽) 

Type II Error 

β 

Defendant 

innocent 

Type I Error  

α 

OK 

(1 − 𝛼) 

 
In the above chart, we hope that the probability of a type I is very small.  Unfortunately this probability can be zero. 

A typical value is 𝛼 = 0.05 but it could also be 0.1 or 0.01 for example.   We would also like β to be small, but not at 

the risk of increasing α. 
 

In the above chart, we assume that the defendant is innocent.  We cannot prove this; the burden of proof is on the 

prosecution who must gather enough evidence to prove guilt; this is known as the alternative hypothesis.  

 

The null hypothesis assumes the relationship of a parameter to a particular value.    The alternative hypothesis is the 

complement of the null hypothesis.  Both cannot be true, but one must be true.   
 

3.3.1 Means 

Let us assume that the average weight of students is 150 pounds.    The null hypothesis represents our assumption:  

 

𝐻0: 𝜇 = 150    

 

The alternative hypothesis is the complement:  

 

𝐻1: 𝜇 ≠ 150    
 

We can run the hypothesis operator assigning mean to the left operand and = to the right operand: 
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H←D.Weight mean hypothesis = 150    
 
The result is a namespace, which contains various results.  Two of the most important are the test statistic and the p-

value:   
      H.TestStatistic 
2.8906 

      H.pValue 
0.0063994 
 

However, it is much easier to simply generate a report from the namespace:  

 

    report H      
───────────────────────────────────────────     
 _                                              
 X =169.77632                                   
 s =42.17478                                    
 n =38                                          
 Standard Error: 6.84165                        
                                                
 Hypothesis Test                                
                                                
  H₀: µ=150             H₁: µ≠150               
 ┌───────────────────┬───────────────────┐      
 │Test Statistic:    │P-Value:           │      
 │t=2.8906           │p=0.0063994        │      
 ├───────────────────┼───────────────────┤      
 │Critical Value:    │Significance Level:│      
 │t(α/2;df=37)=2.0262│α=0.05             │      
 └───────────────────┴───────────────────┘      
───────────────────────────────────────────     
 
Since the p-value is less than the significance level, and the test statistic is greater than the critical value, we reject 

the null hypothesis.   Thus the sample mean is shown to be significantly different than 150 lbs. 
 
Now we would like to test whether the average student height is significantly less than 70  inches.   Our claim is 

> 70 .   The null hypothesis must contain equality.  Therefore we must assign our claim to the alternate hypothesis; 

the counter claim 𝜇 ≥ 70 becomes the null hypothesis.    

 

          report D.Height mean hypothesis < 70 
───────────────────────────────────────── 
 _                                        
 X =68.77632                              
 s =4.47621                               
 n =38                                    
 Standard Error: 0.72614                  
                                          
 Hypothesis Test                          
                                          
  H₀: µ≥70             H₁: µ<70           
 ┌─────────────────┬───────────────────┐  
 │Test Statistic:  │P-Value:           │  
 │t=1.6852         │p=0.050184         │  
 ├─────────────────┼───────────────────┤  
 │Critical Value:  │Significance Level:│  
 │t(α;df=37)=1.6871│α=0.05             │  
 └─────────────────┴───────────────────┘  
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In this case the p-value is slightly greater than the significance level and test statistic is slightly lower than the 

critical value, so we fail to reject the null hypothesis.                                                                                    

3.3.2 Proportions 

We can test a hypothesis test for proportions.   Let’s test whether the proportion of students who are Republicans is 

less than 50%. 

 

   report (D.Party eq 'R')proportion hypothesis < 0.5 
──────────────────────────────────────── 
 p =0.42105                              
 n =38                                   
 Standard Error: 0.08111                 
                                         
 Hypothesis Test                         
                                         
  H₀: π≥0.5            H₁: π<0.5         
 ┌────────────────┬───────────────────┐  
 │Test Statistic: │P-Value:           │  
 │Z=0.97333       │p=0.16519          │  
 ├────────────────┼───────────────────┤  
 │Critical Value: │Significance Level:│  
 │Z(α)=1.6449     │α=0.05             │  
 └────────────────┴───────────────────┘  
──────────────────────────────────────── 
We don’t have enough evidence to reject the null hypothesis, so we can’t conclude that the proportion of students 

who are Republicans is less than 50%. 

3.4 Two Sample Tests 

3.4.1 Difference of Means (Independent Samples) 

 

To find the difference between male height and female height, we separate the variable D.Height into two groups: 

 

      MaleHeight ← D.(Sex eq 'M')/D.Height 
      FemaleHeight ← D.(Sex eq 'F')/D.Height 
 
We find the confidence interval for the difference showing male students average between 3.8 and 10.3 taller than 

female students: 
 
      mean confInt MaleHeight FemaleHeight 

3.8251 10.294 
 
Now let us perform a hypothesis test on the same data: 

 

      report MaleHeight mean hypothesis = FemaleHeight 
──────────────────────────────────────────────── 
 _                   _                           
 X₁=70.44828         X₂=63.38889                 
 s₁=3.08899          s₂=4.06031                  
 n₁=29               n₂=9                        
 Standard Error: 1.46997                         
                                                 
 Hypothesis Test                                 
                                                 
  H₀: µ₁=µ₂             H₁: µ₁≠µ₂                
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 ┌──────────────────┬───────────────────┐        
 │Test Statistic:   │P-Value:           │        
 │t=4.8024          │p=0.00055123       │        
 ├──────────────────┼───────────────────┤        
 │Critical Value:   │Significance Level:│        
 │t(α/2;df=11)=2.201│α=0.05             │        
 └──────────────────┴───────────────────┘        
──────────────────────────────────────────────── 
                                                             
We reject the hypothesis that male and female heights are equal.   Notice that zero is not in the confidence interval 

that we calculated previously, since both bounds are positive.   This is consistent with the results of the hypothesis.  

Two means not being equal is equivalent to their difference not being zero.  
 

 

 3.3.5 Mean of the Differences (Paired Data) 

 

Some courses offer a pre-test and a post-test to show the effectiveness of the course.   The same six people take the 

test before and after completing the course.  The results are shown here:  

             

              BEFORE  ←  54 49 68 66 62 62 
      AFTER   ←  50 65 74 64 68 72 
 
Here, the data are paired; the first score in the BEFORE vector corresponds to the first score in the AFTER vector.   

Thus we can subtract one from the other without getting a length error and simply calculate a confidence interval on 

the mean of the differences: 
 
      mean confInt AFTER-BEFORE 
¯2.4824 13.149 
 
Here the confidence interval straddles zero since the lower bound is negative and the upper bound is positive. 

 

We can also perform a hypothesis test on the differences:  
       
      report (AFTER-BEFORE) mean hypothesis = 0 
────────────────────────────────────────── 
 _                                         
 X =5.33333                                
 s =7.44759                                
 n =6                                      
 Standard Error: 3.04047                   
                                           
 Hypothesis Test                           
                                           
  H₀: µ=0               H₁: µ≠0            
 ┌──────────────────┬───────────────────┐  
 │Test Statistic:   │P-Value:           │  
 │t=1.7541          │p=0.13978          │  
 ├──────────────────┼───────────────────┤  
 │Critical Value:   │Significance Level:│  
 │t(α/2;df=5)=2.5706│α=0.05             │  
 └──────────────────┴───────────────────┘  
────────────────────────────────────────── 
                Although there has been some improvement it is not significant.       
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3.5 Inferences about Population Variances 

3.5.1  Confidence Intervals 

 

To calculate a confidence interval for the variance, we use the Chi-Square distribution.  If the sample variance from 

a population with a normal distribution with true variance of 𝜎2 is 𝑠2 ,  the following has a chi-square distribution:  

  2

2

2

1n s





  

Solving for 𝜎2  gives us the lower and upper confidence bounds:  

 

   2 2

2

2 2

1 1

L U

n s n s


 

 
   

 

The steps involved in creating a confidence interval (for σ unknown) are as follows:   
 

Step  TamStat Expression 

Estimate the sample variance: 

𝑠2 =
∑(𝑥−�̅�)2

𝑛
 

 

      var D.Height 
20.036  

Find the degrees of freedom  

𝑛 − 1 

     (count D.Height)-1 
37    

 

Find the critical Values: 

 
2 2

2 1 2 and       

     X2←37 chiSquare criticalValue < .025 .975 
55.668 22.106 

 

Calculate the confidence 

Interval:    

     37 times 20.036 div X2  
13.317 33.536 

For standard deviation, take the 

square root  

      sqrt 13.317 33.536 
3.6492 5.791 

  
Of course we can simply run the confidence interval  on the variance or the standard deviation: 

  

      variance confInt D.Height 
13.317 33.537 
      sdev confInt D.Height 
3.6493 5.7911 

3.5.2 Hypothesis Tests  

            

Most hypothesis tests for variance are upper tail.   This is because we are not usually concerned about the lower tail, 

since smaller variances are not usually a problem.  Thus to test that the variance of student heights is not more than 

20, we do the following: 

 

 

report D.Height var hypothesis > 20 
────────────────────────────────────────── 
 s² =20.03645                              
 n =38                                     
                                           
 Hypothesis Test                           
                                           
  H₀: σ²≤20             H₁: σ²>20          
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 ┌──────────────────┬───────────────────┐  
 │Test Statistic:   │P-Value:           │  
 │χ²=37.067         │p=0.46565          │  
 ├──────────────────┼───────────────────┤  
 │Critical Value:   │Significance Level:│  
 │χ²(α;df=37)=52.192│α=0.05             │  
 └──────────────────┴───────────────────┘             
────────────────────────────────────────── 
In the above example, we fail to reject the null hypothesis because the p-value is greater than 0.05.   

 

 Since variances are in squared units, we may prefer to work with the standard deviation.  This is not a problem; we 

simply replace the operand “var” with “sdev” .  We also need to specify units, not squared units: 

 

          report D.Height sdev hypothesis > 4 
────────────────────────────────────────── 
 s =4.47621                                
 n =38                                     
                                           
 Hypothesis Test                           
                                           
  H₀: σ≤4               H₁: σ>4            
 ┌──────────────────┬───────────────────┐  
 │Test Statistic:   │P-Value:           │  
 │χ²=46.334         │p=0.13978          │  
 ├──────────────────┼───────────────────┤  
 │Critical Value:   │Significance Level:│  
 │χ²(α;df=37)=52.192│α=0.05             │  
 └──────────────────┴───────────────────┘           
────────────────────────────────────────── 
 
 

 

3.5.3 Two-Population Variances   

To compare if two variances are equal, we must first create two populations.  Let us compare whether the variances 

of heights between male and female students are different.   

 

      MaleHeight ← D.(Sex eq 'M')/D.Height 
      FemaleHeight ← D.(Sex eq 'F')/D.Height 
       
      report MaleHeight var hypothesis eq FemaleHeight 
────────────────────────────────────────────────── 
 s²₁=9.54187          s²₂=16.48611                 
 n₁=29               n₂=9                          
                                                   
 Hypothesis Test                                   
                                                   
  H₀: σ₁²=σ₂²            H₁: σ₁²≠σ₂²               
 ┌─────────────────────┬───────────────────┐       
 │Test Statistic:      │P-Value:           │       
 │F=0.57878            │p=0.86436          │       
 ├─────────────────────┼───────────────────┤       
 │Critical Value:      │Significance Level:│       
 │F(α/2;df=28 8)=3.9093│α=0.05             │       
 └─────────────────────┴───────────────────┘       
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Notice that the hypothesis operator uses the F-Distribution instead of the chi-Square distribution to compare two 

variances.  The same rules apply here:   Since the p-value is greater than the significance level of 0.05, we fail to 

reject the null hypothesis and conclude that the variances are equal.  
────────────────────────────────────────────────── 
 

3.6 Generalized Hypothesis Test Procedures 

 

In real life, you will often be given a problem and you will have to figure out what type of hypothesis test to 

perform.   Are we dealing with means or proportions?  Do we have a one-sample or two-sample test?   Do we want a 

lower-tail, upper-tail or two-tail test?   To accomplish this, one must look for clues in the problem statement.   Try 

the following 3-step procedure to conduct a hypothesis test.    The appropriate formulas are listed on the following 

page.    

 

3.6.1  Steps in Hypothesis Testing 

 

All hypothesis tests can be processed using the following procedures:    
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Step 1.  State the Null and Alternative Hypotheses: 

 

a. Determine the problem type:   mean, proportion, variance difference of means, difference of proportions, 

paired data.  
b. Pick the relational symbol which best describes the claim: 

 
= ≥ ≤ ≠ < > 

 
Examples:     changed ≠,   decreased <, increased >  stayed the same =,  at least ≥ 
improved < or > depending on the context, e.g. for quality (proportion of defects) use <, for fuel 
efficiency (miles per gallon) use >. 
 

c. Also pick its complement: 
 
Symbol = ≥ ≤ ≠ < > 
Complement ≠ < > = ≥ ≤ 
 

 
d. From the pair of symbols that you selected, associate the relational symbol containing equality  to the 

null hypothesis (Ho);           
  = ≥ ≤ 

 
e. Associate the remaining symbol to the alternate hypothesis (HA).      

≠ < > 
 
Step 2:   Complete the comparison table.   Enter the significance level; then calculate the test statistic.     Obtain 
the critical and p-values from the appropriate tables (or use software).  

Comparison Table Layout 

 
Critical Value Approach  p-Value Approach 

Test Statistic 
Calculate from the sample data (see chart on 

next page).   

 p-Value 
Find in table directly, use software or choose row 

corresponding to degrees of freedom and find 

interval which includes test statistic. Choose p-

value from margin.   Multiply result by 2 if two-

tailed test. 

Critical Value 

Direct table lookup using α (or  α /2  if two 

tails) and degrees of freedom  

 e.g.  𝑧𝛼 , 𝑡𝛼 , 𝜒𝛼
2 , 𝐹𝛼 

 

 Significance Level 
Choose  α = 1− Confidence Level 

Use α = 0.05  (Conf Level = 95%) if not 

specified. 

 
Step 3:   Apply the appropriate rejection rules (p-value < α and/or test statistic > critical value) , either reject 
or do not reject Ho, and state your conclusion in words. 
  

Reject Ho 

if > 
Reject Ho 

if < 
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3.6.2 Examples of Hypothesis testing using the Wizard: 

 

To use the Hypothesis Wizard, Select “HypothesisTests” from the main menu, then select “Wizard” and fill out the  

The following screen will appear: 

 

 
 
 Annual per-capita consumption of milk is 21.6 gallons.  A sample of 16 individuals from the the town of 
Webster showed a sample average consumption of 2.41 gallons with a standard deviation of 4.8 gallons. 
Test the hypothesis that Webster’s average milk consumption is higher than the national average. 
 
Fill out the Wizard as indicated below and select “Calculate Test Statistic”: 
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A recent study showed that 12.5% of American workers belonged to unions.  In a sample of 400 American 
workers, 52 said they belonged to unions.   Test whether union membership has increased.  For “summary 
function”, select “proportion”.    
 
Note that the last two columns are now labeled “Events” and “Proportion”.   Enter “400” for sample size and 
“52” for events.   The sample proportion will automatically be calculated. 
 

 
 
To use data from a database, simply replace “stats” with the name of a variable.   Selecting the drop-down 
combo will provide a list of all variables currently in the workspace including all database variables indicated 
by [database name].[variable name].  Test whether the average height of students is 68 inches.   Note that 
tamStat calculates sample sample, mean and standard deviation from the data. 

 
 
 



69 

 

At the 10% level of significance, test the hypothesis that 30% of students at the University of Scranton are 
from Pennsylvania:    Here, instead of using a simple variable name STATE, we can use an expression,  
STATE in ‘PA’ which results in a Boolean vector, appropriate for testing proportions: 

 
  

.   A supermarket is testing two checkout lane designs.   For System A,    120 customer checkout times produced a 

sample mean of 4.1 and a sample standard deviation of 2.2 minutes.   For System B, 100 customer checkout times 

produced a sample mean of 3.4 and a sample standard deviation of 1.5 minutes.   Test at the 1% significance level, 

the hypothesis that the two systems are the same. 

 

To perform a two-sample test, change “Hypothesized Value” to “Sample 2” by selecting the drop-down:  
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Chapter 4 – Advanced Topics 

4.1 Chi-Square Tests 

 

4.1.1 Goodness of Fit 

 

To test whether a sample is from a particular distribution, we perform a goodness-of-fit test.   Let’s open a package 

of regular M&M’s and count the number of each color.  Suppose there are 20 Brown M&M’s, 15 Yellow, 30 red, 14 

blue 12 orange and 16 green.  First we create a list of colors: 

 

      COLORS←'Brown,Yellow,Red,Blue,Orange,Green' 
 
Then we create a list of the corresponding counts: 

 
      FREQ←20 15 30 14 12 16 
 

 

We will test if the sample came from a uniform distribution; that is that the manufacturer produces the same number 

of each color:  
 
      report uniform goodnessOfFit COLORS FREQ 
 
  VALUE   OBS      EXP          ERR     CHISQ   
  Brown    20   17.833   2.1667E0     0.26324   
  Yellow   15   17.833  ¯2.8333E0     0.45016   
  Red      30   17.833   1.2167E1     8.3006    
  Blue     14   17.833  ¯3.8333E0     0.82399   
  Orange   12   17.833  ¯5.8333E0     1.9081    
  Green    16   17.833  ¯1.8333E0     0.18847   
  Total   107  107       7.1054E¯15  11.935     
 
  H₀: Uniform             H₁: not Uniform       
 ┌──────────────────────┬───────────────────┐   
 │Test Statistic:       │P-Value:           │   
 │χ²=11.935             │p=0.035695         │   
 ├──────────────────────┼───────────────────┤   
 │Critical Value:       │Significance Level:│   
 │χ²(⍺;df=5  )=11.070   │⍺=0.05             │   
 └──────────────────────┴───────────────────┘   
  Conclusion: Reject H₀                         
 

It is evident that the colors are not uniformly distributed.   M&M/Mars used to publish the proportions of each color 

on the internet.  They were 13% yellow, 14% red, 25% blue, 13% orange, 15% orange and 20% green.  To test if the 

M&M’s are still distributed this we say we perform a multinomial goodness of fit test.   First we set the proportions, 

making sure that they total 1: 

 

      PROP←0.13 0.14 0.25 0.13 0.2 0.15 
      +/PROP 
1 
 

Then we run the test and display the report showing a much better fit: 

 

       report COLORS PROP multinomial goodnessOfFit COLORS FREQ 
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  VALUE   OBS     EXP          ERR        CHISQ   
  Brown    20   13.91   6.0900E0    2.6663        
  Yellow   15   14.98   2.0000E¯2   0.000026702   
  Red      30   26.75   3.2500E0    0.39486       
  Blue     14   13.91   9.0000E¯2   0.00058231    
  Orange   12   21.4   ¯9.4000E0    4.129         
  Green    16   16.05  ¯5.0000E¯2   0.00015576    
  Total   107  107     ¯5.3291E¯15  7.1909     
    
  H₀: Multinomial         H₁: not Multinomial     
 ┌──────────────────────┬───────────────────┐     
 │Test Statistic:       │P-Value:           │     
 │χ²=7.1909             │p=0.20683          │     
 ├──────────────────────┼───────────────────┤     
 │Critical Value:       │Significance Level:│     
 │χ²(⍺;df=5  )=11.070   │⍺=0.05             │     
 └──────────────────────┴───────────────────┘     
  Conclusion: Fail to reject H₀     
 
We can also test data to see if they fit a particular distribution.   Are student heights normally distributed?    The 

goodnessOfFit operator will group the height data into bins and perform a chi-square test to determine the fit.  

The mean and standard deviation are calculated from the data. 

 
     report normal goodnessOfFit D.Height 
─────────────────────────────────────────────────────── 
   FROM      TO  OBS      EXP          ERR      CHISQ   
 59.824  62.062    5   2.5387   2.4613E0     2.3863     
 62.062  64.3      1   3.4902  ¯2.4902E0     1.7767     
 64.3    66.538    4   5.6955  ¯1.6955E0     0.50475    
 66.538  68.776    4   7.2756  ¯3.2756E0     1.4747     
 68.776  71.014   13   7.2756   5.7244E0     4.504      
 71.014  73.253    7   5.6955   1.3045E0     0.29877    
 73.253  75.491    4   3.4902   5.0978E¯1    0.074457   
 75.491  77.729    0   2.5387  ¯2.5387E0     2.5387     
          Total   38  38       ¯4.4409E¯16  13.558    
   
  H₀: Normal              H₁: not Normal                
 ┌──────────────────────┬───────────────────┐           
 │Test Statistic:       │P-Value:           │           
 │χ²=13.558             │p=0.059616         │           
 ├──────────────────────┼───────────────────┤           
 │Critical Value:       │Significance Level:│           
 │χ²(⍺;df=7  )=14.067   │⍺=0.05             │           
 └──────────────────────┴───────────────────┘           
  Conclusion: Fail to reject H₀                         
─────────────────────────────────────────────────────── 
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4.1.2 Independence 

 

A test of independence shows whether two qualitative variables are independent.  From the student data, let’s see 

whether a person’s sex is independent of political party affiliation. 

 

First let’s look at a contingency table: 

 

    frequency D.Sex D.Party 
    D  I   R  
 F  3  2   4  
 M  8  9  12 
 

 

    report D.Sex independent D.Party 
────────────────────────────────────────────────────────────── 
  CATEGORY1  CATEGORY2  OBS      EXP          ERR      CHISQ   
  F          D            3   2.6053   3.9474E¯1   0.059809    
  F          I            2   2.6053  ¯6.0526E¯1   0.14062     
  F          R            4   3.7895   2.1053E¯1   0.011696    
  M          D            8   8.3947  ¯3.9474E¯1   0.018561    
  M          I            9   8.3947   6.0526E¯1   0.04364     
  M          R           12  12.211   ¯2.1053E¯1   0.0036298   
             Total       38  38       ¯4.4409E¯16  0.27795 
     
  H₀: Independent         H₁: not Independent                  
 ┌──────────────────────┬───────────────────┐                  
 │Test Statistic:       │P-Value:           │                  
 │χ²=0.27795            │p=0.87025          │                  
 ├──────────────────────┼───────────────────┤                  
 │Critical Value:       │Significance Level:│                  
 │χ²(⍺;df=2  )=5.991    │⍺=0.05             │                  
 └──────────────────────┴───────────────────┘                  
  Conclusion: Fail to reject H₀                                
──────────────────────────────────────────────────────────────  
 
Independence of variables is assumed unless there is compelling evidence to the contrary.  The evidence in this case 

is insufficient to show a relationship between Sex and Party; therefore those variables are assumed to be 

independent.  

4.2 Analysis of Variance 

 

Sometimes comparisons can take place between two or more groups (or levels).    Comparisons can also take place 

using one or more factors.     We will look at One-Way ANOVA where we compare three or more groups and at 

Two-Way ANOVA where were compare two or more factors each of which is composed of two or more groups. 

4.2.1 One-Way ANOVA 

 

 

We have shown how to determine if means differ for two populations.   Suppose we wish examine three or more 

populations.    Our null hypothesis for three populations would be:  

 

𝐻0: 𝜇1 = 𝜇2 = 𝜇3  
    

The alternative hypothesis would be that at least one of the populations has a different mean.   It would not be:  
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𝐻1: 𝜇1 ≠ 𝜇2 ≠ 𝜇3 , rather it would be:   𝐻1: (𝜇1 ≠ 𝜇2)𝑜𝑟(𝜇2 ≠ 𝜇3) 

 

In general the null hypothesis for three or more populations would be:    𝐻0: (∀𝑖 ≠ 𝑗) 𝜇𝑖 = 𝜇𝑗  

 

And the alternative hypothesis would be:   𝐻1: (∃𝑖 ≠ 𝑗) 𝜇𝑖 ≠ 𝜇𝑗     (The symbols ∀ and ∃ mean “for all” and “there 

exists” respectively) 

 

 

 

Three questions were asked in the student survey.   Do you agree with the following statements: 

 

1. Marriage is strictly between one man and one woman 

2. Marijuana should be legalized 

3. Individuals should be required to purchase health insurance or face a fine. 

 

The answers were coded:   1-Strongly Disagree, 2-Disagree, 3 Neutral, 4-Agree and 5-Strongly Agree. 

We would like to determine if the responses to these questions differ by party.     The null hypothesis is  

 

 

 

𝐻0: 𝜇1 = 𝜇2 = 𝜇3 .     For question number one we run the anova  function which creates a namespace containing 

various results:    

 

       A←anova D.Marriage D.Party     
 
Here we list the means of each group, showing that the repbublican response appears to be much higher than the 

others:  
 
       A.Means 
  R  16 3.25   0.32275  
  D  11 1.5455 0.2073   
  I  11 2.0909 0.36815  
 
We can also list the Anova Table:  
 
       A.AnovaTable 
20.627  2 10.313  8.0869 0.0012968 
44.636 35  1.2753 1      0.5     
 
We can obtain a full report by running the report function:  
 
       
       report A    
──────────────────────────────────────────────── 
 Mean X                                          
   A   N   Mean   StdErr                         
   R  16 3.25    0.32275                         
   D  11 1.5455  0.2073                          
   I  11 2.0909  0.36815                         
 ANOVA Table                                     
  Source      SS  DF       MS       F         P  
  A       20.627   2  10.313   8.0869 0.0012968  
  Error   44.636  35   1.2753  1      0.5        
──────────────────────────────────────────────── 
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The table shows a p-value of .0012 which indicates that there is a significant difference in the average responses for  

at least one of the political parties.  

 

We can also call the anova function with the first argument is the namespace containing the database; the second 

argument a character string containing the names of the variables.   This allows us to list the source of the variation: 
 
 
 
      report anova D 'Marriage Party'          
──────────────────────────────────────────────── 
 Mean Marriage                                   
   Party   N   Mean   StdErr                     
   R      16 3.25    0.32275                     
   D      11 1.5455  0.2073                      
   I      11 2.0909  0.36815                     
 ANOVA Table                                     
  Source      SS  DF       MS       F         P  
  Party   20.627   2  10.313   8.0869 0.0012968  
  Error   44.636  35   1.2753  1      0.5        
──────────────────────────────────────────────── 
   
Let us look at the responses to the remaining two questions:  
      report anova D 'Marijuana Party'          
─────────────────────────────────────────────── 
 Mean Marijuana                                 
   Party   N   Mean   StdErr                    
   R      16 3.1875  0.30576                    
   D      11 3.5455  0.28167                    
   I      11 4.2727  0.19498                    
 ANOVA Table                                    
  Source       SS  DF      MS       F        P  
  Party    7.7324   2  3.8662  3.8283 0.031365  
  Error   35.347   35  1.0099  1      0.5       
─────────────────────────────────────────────── 
      report anova D 'HealthCare Party'          
────────────────────────────────────────────────── 
 Mean HealthCare                                   
   Party   N   Mean   StdErr                       
   R      16 2.6875  0.26955                       
   D      11 2.7273  0.27273                       
   I      11 2.5455  0.3659                        
 ANOVA Table                                       
  Source        SS  DF       MS         F       P  
  Party    0.20604   2  0.10302  0.089368 0.91472  
  Error   40.347    35  1.1528   1        0.5      
────────────────────────────────────────────────── 

4.2.2 Two-Way ANOVA 

 

Let’s look at a two-factor analysis.    We would like to know if more than one factor is significant.   
 
     report anova D 'Marijuana Party Sex'          
────────────────────────────────────────────────────────── 
 Mean Marijuana                                            
   Party   N   Mean   StdErr    Sex   N   Mean   StdErr    
   R      16 3.1875  0.30576    M    29 3.7241  0.19155    
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   D      11 3.5455  0.28167    F     9 3.2222  0.40062    
   I      11 4.2727  0.19498                               
 ANOVA Table                                               
  Source          SS  DF        MS         F        P      
  Party      7.7324    2   3.8662    3.6432  0.037542      
  Sex        1.7303    1   1.7303    1.6305  0.21082       
  PartySex  ¯0.34203   2  ¯0.17102  ¯0.16115 1             
  Error     33.958    32   1.0612    1       0.5           
────────────────────────────────────────────────────────── 
 

4.3 Regression 

 

Suppose you are having a wedding.   It costs $100 to rent the hall and $20 per guest.   Using this information answer 

the following two questions: 

1. If you have 30 guests, how much does it cost to hold the wedding? 

2. You have a budget of $800.  How many guests can you invite? 

We can answer the first question using simple arithmetic:     

      100+30×20 
700 
 
Question #2 is a little more difficult.  We first write the following equation: 

𝑦 = 100 + 20𝑥 
Then we solve the equation for x using high-school algebra: 

𝑥 =
𝑦 − 100

20
 

Now, we can calculate the result by substituting y = 800: 

     (800-100)÷20 
35 
 
Now try to answer the following question:  
 

3. If the wedding hall advertises the following fee schedule, what are the fixed costs and variable costs? 

Number of Guests Total Cost 

20 $500 

50 $1100 

 

Before we attempt to solve question #3, let’s backtrack a little and look at all three questions.    We are dealing with 

a linear equation of the form:  𝑦 = 𝑏0 + 𝑏1𝑥 where 𝑏0 is the y-intercept or fixed cost, and 𝑏1 is the slope or variable 

cost.    Using functional notation, we can write this as:  𝑦 = 𝑓(𝑥) to show that the total cost (y) is a function of the 

number of guests (x).   In question #1, we know x and we apply the function 𝑓(𝑥) = 100 + 20𝑥 to find y.  In other 

words ?= 𝑓(𝑥)  In question #2, we know y and we have to determine the inverse function to find x:   𝑦 = 𝑓(? )    

𝑥 = 𝑓−1(𝑦).   In question #3, we know both x and y; we are trying to find the function f!  𝑦 =? (𝑥)  Since we know 

f(𝑥)is a linear function, all we need to do is find the intercept 𝑏0 and slope  𝑏1 to completely determine f.   Thus 

from Question #3, we can form two equations in two unknowns: 

 
500 = 𝑏0 + 20𝑏1

1100 = 𝑏0 + 50𝑏1
 

 

 By subtracting the first equation from the second we can find the solution:  

 

600 = 30𝑏1 

Thus 𝑏1 = 20  and substituting this back into the first equation will allow us to find 𝑏0 = 100. 
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This works well when you have two equations.  But suppose you have three or more?   Let’s append our fee 

schedule: 

 

Number of Guests Total Cost 

20 $500 

50 $1100 

100 $2000 

 

Now we have three equations in two unknowns.   Most of the time we will not be able to find a line that goes 

through all three points.   

 

However, we can find the best fitting line using a technique known as linear regression.  

 

4.3.1 Simple Regression 

 

 

A car dealer runs television ads for five weeks and records the number of cars sold that week: 

 

   

Week Television Ads Run Cars Sold 

1 1.0 14.0 

2 3.0 24.0 

3 2.0 18.0 

4 1.0 17.0 

5 3.0 27.0 

 

The number of ads run for each of 5 weeks is known as the independent or predictor variable X.  

 

       
      ADS←1 3 2 1 3 
 
The number of cars sold in each of the 5 weeks is known as the dependent or response  variable Y. 
 
      CARS←14 24 18 17 27 
 
First we generate a scatterplot.  Note that the points are not exactly in a straight line: 

 

                            
          CARS scatterPlot ADS 
 
          │                                                                             
          │                                                                             
          │                                                                             
          │                                                                             
        30┤                                                                             
          │                                                                             
          │                                                                             
          │                                                       *                     
          │                                                                             
        25┤                                                                             
          │                                                       *                     
          │                                                                             
          │                                                                             
          │                                                                             
        20┤                                                                             
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          │                                                                             
          │                              *                                              
          │     *                                                                       
          │                                                                             
        15┤                                                                             
          │     *                                                                       
          │                                                                             
          │                                                                             
          │                                                                             
        10┼─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬       
        0.8       1.2       1.6       2.0       2.4       2.8       3.2       3.6       
       
      
 

             The regress function produces a namespace RG containing various outputs:  
 
      RG←regress CARS ADS 
 
The estimate for the intercept is 𝑏0: 
 
      RG.B[0]                       ⍝ Intercept 
10 
 

The estimate for the slope is 𝑏1: 
 
 
      RG.B[1]                       ⍝ Slope 
5 
 
The regression model is:  �̂� = 𝑏0 + 𝑏1𝑋.    When we enter a particular value for the predictor variable X we get an 

estimate for the response variable Y: 
 
      RG.B[0]+RG.B[1] times 2        ⍝ Estimated cars sold given 2 ads 
20 
 
This model predicts that you will sell about 20 cars if you run two ads.   The intercept indicates you will probably 

sell 10 cars without advertising, and the slope tells you that the marginal benefit of each additional ad is 5 more cars 

sold.  

 

The residual is the difference between the predicted value and the actual value.  It tells us how far our prediction was 

away from the true value : 𝑒𝑖 = 𝑦𝑖 − �̂�𝑖     
 
      18-20                        ⍝ Residual 
¯2 
      YHAT←R.B[0]+RG.B[1] times ADS ⍝ All estimates  
      CARS-YHAT                    ⍝ All residuals 
¯1 ¯1 ¯2 2 2  
 

The sum of the residuals is 0, since some estimates will be above the true value and others will be below.   

 

      sum CARS-YHAT 
0 
 
We would like to find the size of the average error.   So we will square the differences and divide by the degrees of 

freedom, which for simple regression is 𝑛 − 2.    

 
      sumSquares CARS-YHAT 
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14 
      sqrt 14 div 5-2 
2.1602 
 

Fortunately, we can obtain this result directly from the regression object R we created: 

 

      RG.S 
2.1602 
 

To obtain the sample correlation, we can simply apply the correlation function. 

 

     CARS corr ADS                                      
0.93659 
 

To obtain R-Squared we square this result: 

 

      0.93659*2 
0.8772 
 
The regression object gives us this value directly:  
      RG.RSq 
0.87719 
 
Since our sample size is small, we may want to perform a hypothesis test on the correlation coefficient:  

 

      report CARS ADS corr hypothesis = 0 
────────────────────────────────────────── 
 r =0.93659                                
 n =5                                      
 Standard Error: 0.20233                   
                                           
 Hypothesis Test                           
                                           
  H₀: ⍴=0               H₁: ⍴≠0            
 ┌──────────────────┬───────────────────┐  
 │Test Statistic:   │P-Value:           │  
 │t=4.6291          │p=0.018986         │  
 ├──────────────────┼───────────────────┤  
 │Critical Value:   │Significance Level:│  
 │t(α/2;df=3)=3.1824│α=0.05             │  
 └──────────────────┴───────────────────┘  
  Conclusion: Reject H₀                    
────────────────────────────────────────── 
 
 

 

 

Finally, we can obtain a full report of the regression using the report function: 

 

       report RG 
──────────────────────────────────────────────────── 
  Source       SS  DF        MS       F        P     
  Regression  100   1  100       21.429 0.018986     
  Error        14   3    4.6667   0     0            
  Total       114   4    0        0     0            
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                Coeff        SE         T         P  
 Intercept      10.00      2.37   4.22577   0.02424  
 B1              5.00      1.08   4.62910   0.01899  
                                                     
        S            R-Sq       R=Sq(Adj.)           
      2.16025      87.72%      83.63%                
──────────────────────────────────────────────────── 
 

Now let’s see how to use data directly from an Excel spreadsheet.   We will use the variables from the class data we 

imported earlier.  

 

CSI Scranton:   You are investigating a murder and you find a bloody footprint near the victim.  When you 

measure it, it matches a size 9-1/2 shoe.  How tall is the suspect?   

 

Since there are two variables involved:  Height and ShoeSize, we see that there is a relationship between them by 

calculating their correlation:  

 

            D.Height corr D.ShoeSize 
0.82689 
 
 
We can look at a scatter plot and can see that the relationship is positive, linear and moderately strong : 

 

     D.Height scatterPlot D.ShoeSize  
 
  
          │                                                                             
        80┤                                                                             
          │                                                                             
          │                                        *    *                               
          │                                      *    * *    *                          
          │                            * *  * *  * *    *                               
        70┤                            *    * *  *                                      
          │                         *  *           *                                    
          │               *  *  *                                                       
          │                    *                                                        
          │          *  *           *                                                   
        60┤                                                                             
          │                                                                             
          │                       *                                                     
          │                                                                             
          │                                                                             
        50┼─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬─────────┬       
          4         6         8        10        12        14        16        18       
 

In order to find the height of the suspect, you need to establish a relationship between shoe size and height by 

finding a linear model.   We again use the regress function and give it the name of our database object D followed by 

a listed of variable names delimited by spaces:     

 
       MODEL←regress D 'Height ShoeSize' 
 
             report MODEL   
────────────────────────────────────────────────────── 
  Source          SS  DF        MS       F          P  
  Regression  506.89   1  506.89    77.832 1.5808E¯10  
  Error       234.46  36    6.5127   0     0.0000E0    
  Total       741.35  37    0        0     0.0000E0    
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                Coeff        SE         T         P    
 Intercept      50.77      2.08  24.37953   0.00000    
 ShoeSize        1.77      0.20   8.82224   0.00000    
                                                       
        S            R-Sq       R=Sq(Adj.)             
      2.55199      68.37%      67.50%                  
────────────────────────────────────────────────────── 
 
The regression equation is:  

 

𝐻𝑒𝑖𝑔ℎ𝑡̂ = 50.77 + 1.77 × 𝑆ℎ𝑜𝑒𝑆𝑖𝑧𝑒 
 

To find the estimated height we could enter:                

 

     MODEL.(B[0] + B[1] times 9.5) 
67.599 
 
But it’s much simpler to apply the generated linear function: 

   

     MODEL.f 9.5 
67.59924348 
 

To find a 95% confidence interval for the height of the average person with that shoe size, enter: 

 

     MODEL.f confInt 9.5   
66.717 68.481 

 

To find a 95% prediction interval for the height of the perpetrator we enter:   

 

     MODEL.f predInt 9.5   
62.349 72.85 
 
We can say that the suspect is between 62 and 73 inches tall.  Notice that this interval is much wider than the 

confidence interval.  If we reduce the confidence level to 90%, we can narrow the interval.  

 

     0.9 MODEL.f predInt 9.5   
63.229 71.97 
 

4.3.2 Multiple Regression 

 

Sometimes it is useful to have more than one predictor variable.     For example we can estimate height from both 

weight and shoe size.   The two-independent-variable model is: 

 

�̂� = 𝑏0 + 𝑏1𝑋1 + 𝑏0𝑋2 
 

 

 

Observe that the intercept and the coefficient for shoe size are significant, the weight coefficient is not significant 

due to the large p-value.   This shows that Weight does not contribute significantly to height when shoe size is in the 

model.    

 

 

     report regress D 'Height ShoeSize Weight' 
───────────────────────────────────────────────────── 
  Source          SS  DF        MS       F         P  
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  Regression  507.08   2  253.54    37.878 1.7568E¯9  
  Error       234.27  35    6.6935   0     0.0000E0   
  Total       741.35  37    0        0     0.0000E0   
                                                      
                Coeff        SE         T         P   
 Intercept      50.78      2.11  24.03967   0.00000   
 ShoeSize        1.82      0.34   5.27187   0.00001   
 Weight          0.00      0.02  ¯0.16522   0.86972   
                                                      
        S            R-Sq       R=Sq(Adj.)            
      2.58718      68.40%      66.59%                 
───────────────────────────────────────────────────── 

 

A better model might account for the difference in height between males and females.   We can introduce an 

indicator variable ‘Male’ which is 1 for each male student and 0 for each female student.  

 

               D.(Male←Sex eq 'M') 
      report regress D 'Height ShoeSize Male' 
────────────────────────────────────────────────────── 
  Source          SS  DF        MS       F          P  
  Regression  545.88   2  272.94    48.872 7.3335E¯11  
  Error       195.47  35    5.5848   0     0.0000E0    
  Total       741.35  37    0        0     0.0000E0    
                                                       
                Coeff        SE         T         P    
 Intercept      52.24      2.01  26.02657   0.00000    
 ShoeSize        1.40      0.23   6.03777   0.00000    
 Male            2.98      1.13   2.64215   0.01224    
                                                       
        S            R-Sq       R=Sq(Adj.)             
      2.36322      73.63%      72.13%                  
──────────────────────────────────────────────────────  

 

The model is : 

�̂� = 52.24 + 1.40𝑆ℎ𝑜𝑒𝑆𝑖𝑧𝑒 + 2.98𝑀𝑎𝑙𝑒 
 
Since Male is  binary-valued, this model shows that being male adds almost 3 inches to a person’s height.    

 

4.3.3 Regression Wizard 

 

To use the regression wizard, you must create predictor and response variables in the workspace or import them 

from a .csv file.   Once you have done this, select “Regression” from the main menu.  The following screen will 

appear.  Note that there are four major areas on the regression screen.   

 

1.  The Variable identification section.  Here users enter the names of the response variable, and each 

predictor variable.  In addition there are checkboxes which allow the user to dynamically include or 

exclude predictor variables while building the model.   

2. The Summary/Interval Section  

3. The ANOVA section which displays the ANOVA table results 

4. The Expression builder.   The resulting TamStat expression is shown here.   

 

Select the response variable and the predictor variable from the drop-down lists then select Regress from the menu: 
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Predict how many cars will be sold with 95% confidence if the dealership runs two TV ads.   First enter the number 

2 in the input column, then select the confidence level, and select Prediction Int: Then select “Predict” from the 

menu: 
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The point estimate is 20 cars.  The 95% prediction interval is between 12.47 and 27.53 cars. 
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Chapter 5 – Decision Analysis 

 

 

The simplest decision is a choice between two options.   If decision A has a payoff of $10.00 and decision B has a 

payoff of $5.00, one would naturally pick decision A.  In real life decisions are made under uncertainty; thus if 

choosing between two stocks:  Procter & Gamble (PG) and IBM, the return on a $1000 investment is: 

 

 

Economy PG IBM 

Recession $30 -$50 

Stable $70 $30 

Moderate $100 $250 

Boom $150 $400 

 

If we are optimists, we want to realize the greatest return assuming the best.  This is called the maximax approach: 

 

      ACTION←'PG,IBM' 
      RECESSION←30,-50 
      STABLE←70 30 
      MODERATE←100 250 
      BOOM←150 400 
      PAYOFF_TABLE← ACTION RECESSION STABLE MODERATE BOOM 
      NS←max decision max PAYOFF_TABLE 
      NS.Values 
150 400 
      NS.Action 
IBM 
 

If we are pessimists, we want to realize the greatest return assuming the worst.  This is the maximin approach: 

 

      NS←max decision min PAYOFF_TABLE  
      NS.Values 
30 ¯50 
      NS.Action 
PG 
 

In reality, the results will be somewhere in between the best-case and worst-case scenarios.   If we assume the 

probabilities are equal, we can calculate the mean value: 

 

      NS←max decision mean PAYOFF_TABLE  
      NS.Values 
87.5 157.5 
      NS.Action 
IBM 
      NS.OptimalValue 
157.5 
 

Suppose there is a 10% probability of recession, a 40% probability of a stable economy, a 30% chance of moderate 

growth, and a 20% chance of a boom.   What decision would we make now? 

 

      PROBS←.1 .4 .3 .2 
      NS←PROBS max decision mean PAYOFF_TABLE 
      NS.Action 
IBM 
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      NS.OptimalValue 
162 
 

We can often quantify the cost of uncertainty.   How much would we be willing to pay if we knew the state of the 

economy ahead of time?   This would be the expected value with perfect information: 

 

      NS.EVwPI 
186  
 
The expected value of perfect information is the difference between the two: 

 
      NS.EVPI 
24 
 

Although IBM produces the highest return on average, it is also riskier.  If we wish to minimize our risk, we choose 

the stock with the smallest standard deviation which is Procter&Gamble:  

 

      NS←PROBS min decision sdev PAYOFF_TABLE 
      NS.Values 
35.623 158.48 
      NS.Action 
PG 
 
So there is a tradeoff between risk and return.  We define the coefficient of variation as the standard deviation 

divided by the mean:  

 
      CV ← sdev div mean 
              NS← PROBS min decision CV PAYOFF_TABLE 
      NS.Values 
0.39146 0.97827 
      NS.Action 
PG 
 

Another option is the return-to-risk ratio: 

 

      RRR←mean div sdev 
      NS←PROBS max decision RRR PAYOFF_TABLE 
      NS.Values 
2.5545 1.0222 
      NS.Action 
PG 
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Chapter 6 – Simulation 

 

 

6.1 Apartment Rental Problem 

 

You have an apartment complex with 40 units.   Each unit rents for $500 a month.   Demand follows a discrete 

uniform distribution between 30 and 40.    Your monthly expenses average $15,000 a month with a standard 

deviation of $3,000.    What is your expected profit?   What is the standard deviation?   What is the probability that 

you lose money? 

 

      RENTED←30 40 uniform randomVariable 1000             
      EXPENSES←15000 3000 normal randomVariable 1000 
      PROFIT←(500 times RENTED) - EXPENSES 
      mean PROFIT 
2483.6 
      sdev PROFIT 
3427 
      proportion PROFIT<0 
0.236 

6.2 Newsvendor Problem 

 

You sell fruit in the marketplace.  You can buy apples wholesale for 50 cents each if you buy in multiples of 10.   

You can sell individual apples for 75 cents each.  If the apples don’t sell that day, you must discard them.    Your 

daily demand averages 37 apples and follows a Poisson distribution.   Should you buy 30 apples or 40 apples?       

 

This is an example of the classical newsvendor problem: 

 

 

 
 

where 𝜋 = profit, p = unit price, q = quantity ordered, c = unit cost, and D = demand. 

 

      PRICE ← 0.75     ⍝ Unit Price 
      COST ← 0.50      ⍝ Wholesale cost 
      DEMAND ← 37 poisson randomVariable 1000 
      QUAN←30          ⍝ Quantity ordered = 30 
      REVENUE ← PRICE times QUAN min DEMAND 
      EXPENSE ← COST times QUAN 
      PROFIT ← REVENUE - EXPENSE 
      mean PROFIT      ⍝ Expected profit = $7.19 if you buy30 apples 
7.1872 
      sdev PROFIT      ⍝ Standard deviation is 99 cents. 
0.98842 
      proportion PROFIT < 0  ⍝ Virtually no chance of losing money 
0 
      QUAN ← 40          ⍝ Quantity ordered = 40 
      REVENUE ← PRICE times QUAN min DEMAND 
      EXPENSE ← COST times QUAN  
      PROFIT ← REVENUE-EXPENSE 
      mean PROFIT     ⍝ Expected profit = $6.57 
6.571 
      sdev PROFIT     ⍝ Standard deviation is $3.46 
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3.4611 
      proportion PROFIT < 0 ⍝ 4.5% chance of losing money 
0.045 
 
Obviously it is more profitable and less risky to buy 30 apples, than to buy 40 apples.  
 

6.3 Monte Hall Problem 

 

In the game show “Let’s Make a Deal”, Monte Hall shows three doors.  Behind one of the doors is a brand new car.   

Behind the other two doors is a goat.    Suppose the contestant selects Door #1.    Then Monte Hall selects Door #2 

and asks the contestant if he would like to switch to Door #3.   Should the contestant keep his original choice or 

switch to Door #3?   Does it matter? 

 

Let’s generate 500 random samples where the car is equally likely to be behind any one of the three doors.  

 

     CAR←3 uniform randomVariable 500 
 
If the car is actually behind door #1, Monte will select Door #2 or Door #3 with equal probability:  
 
     MONTE←2 3 uniform randomVariable 500  
 
If the car is actually behind door #2, Monte will select Door #3:   
 
     ((CAR = 2)/MONTE)←3 
 
If the car is actually behind door #3, Monte will select Door #2:   
 
     ((CAR = 3)/MONTE)←2 
 
Probability that car is behind Door #1 
 
      proportion CAR = 1 
0.36 SWITCH←5 - MONTE                  
 
If you switch, you pick the door that Monte doesn’t open: 
 
       SWITCH ← 5 - MONTE  ⍝ Swap 2's and 3's 
 
Probability you select the car if you switch: 
 
       proportion SWITCH = CAR 
0.64     
 

The probability is only about 1/3 if you remain with your original door, but increases to 2/3 if you switch! 

 

6.3 Auto Insurance Problem 

 

Assuming you won the car on Let’s Make A Deal, you now have to insure it.   The Insurance company wants to 

determine how much money it need to have on hand to pay claims.   The probability distribution of weekly claims 

is: 

 

Claims 1 2 3 4 5 6 7 8 9 

Prob 0.05 0.06 0.10 0.17 0.28 0.14 0.08 0.07 0.05 



88 

 

The average repair bill $1700 with a standard deviation of $400.   The company also pays claims for “totaled” cars; 

the probability of these claims is 20% per week.  Totalled claims range from $2,000 to $35,000; the most likely 

claim is $13,000.   

 

To generate a random variable for a custom distribution, we use the multinomial distribution.    First we list the 

possible number of claims each month: 

 

    X←1 2 3 4 5 6 7 8 9 
    P←0.05 0.06 0.1 0.17 0.28 0.14 0.08 0.07 0.05 
 
Let’s generate 1000 iterations: 

 
    N←1000  
 
Now we’ll generate the weekly repair claims:  

   
      REPAIR_CLAIMS←X P multinomial randomVariable N 
 
The repair amounts follow a normal distribution: 

 
      REPAIR_AMTS←1700 400 normal randomVariable N 
 
To generate totaled claims, we use the binomial distribution with n = 1 and π = 0.2.   

 
      TOTALED_CLAIMS←1 0.2 binomial randomVariable N  
 
When we know the limits and mode of the distribution, but not the shape, we can use the triangular distribution to 

model amount of the totaled claims:  
 
      TOTALED_AMT←2000 13000 35000 triangular randomVariable N 
 
The total payout each week is the sum of the repair claims and the totaled claims:  

 

      PAYOUT←(REPAIR_CLAIMS x REPAIR_AMTS)+(TOTALED_CLAIMS x TOTALED_AMT) 
 
The average weekly payout is about  $10,000 

 

     mean PAYOUT 
11564 
 

But the standard deviation is about $8,000.    

 

    sdev PAYOUT 
8221.4  

 

If the insurance company keeps $20,000 cash on hand to pay out claims each week, what is the probability that they 

don’t have enough money? 

 

     proportion PAYOUT > 20000 
0.147 
 

Here we see that 14.7% of the time we will have insufficient funds to pay claims. 

 

To get a better picture of the distribution of payouts, we will create a histogram which shows that the distribution 

skews to the right: 
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  histogram PAYOUT 
 
 400┤                                                                                                             
     │                                                                                                             
     │                                                                                                             
     │                                                                                                             
     │                                                                                                             
  300┤                                                                                                             
     │               ┌──────┐                                                                                      
     │               │      │                                                                                      
     │               │      │                                                                                      
     │               │      ├──────┐                                                                               
  200┤               │      │      │                                                                               
     │               │      │      │                                                                               
     │        ┌──────┤      │      │                                                                               
     │        │      │      │      │                                                                               
     │        │      │      │      ├──────┐                                                                        
  100┤        │      │      │      │      │                                                                        
     │        │      │      │      │      │                                                                        
     │        │      │      │      │      ├──────┐                                                                 
     │ ┌──────┤      │      │      │      │      ├──────┬──────┐                                                   
     │ │      │      │      │      │      │      │      │      ├──────┬──────┬──────┬──────┐                       
    0└─┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴──────┴────── 
            0   3548   7096  10644  14192  17740  21288  24836  28384  31932  35480  39028  42576  46124      
        

 

The skewness measure of the distribution is positive indicating a right skew.  
 
      skewness PAYOUT 
1.538 
 

We can also see that the distribution is right-skewed because the median is much lower than the mean. 

 

             (median,mean)PAYOUT 
9280.7 11564 
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Appendix A – Reference Card  

 

TamStat Reference Card 

 

Function/Operator Syntax 
 
A,C    Alphanumeric/Character 
B      Boolean {0,1} 
I,J,K  Whole No. {0,1,2,…} 
M,N    Natural No. {1,2,3,…} 
P,Q    Probability (0≤P≤1) 
R      Unit (-1≤R≤1) 
T      Non-negative float (T≥0) 
U      Positive Float (U>0) 
 
X,Y,Z  Float 
s      scalar   
v      vector  
m      matrix 
L      parameter list 
C      nested 
W      namespace 
[X]    Optional 
 
fD     Distribution Function 
fS     Summary Function 
fR     Relational Function 
fL     Logical function 
 

Operators 
Pv ← L fD probability fR Xv 
Xv ← L fD criticalValue fR Qv 
Xv  ← L fD randomVariable N 
W  ← [L] fD goodnessOfFit Xv 
X Y ← [P] fS|W.f confInt Xv 
X Y ← [P] W.f predInt Xv 
N ← [P] fS sampleSize T [U] 
W←Xv [Yv] fS hypothesis fR Ys|Yv 
Xs  ← L fS theoretical fD ‘’ 
 

Advanced  Functions 
W ← [Bs] regress (W C) | (Yv {XV}n) 
W ← anova (W C)| (Xv Cv [Cv]) 
W ← Cv independent Cv 
Pv ← [Cv] bayes Pv Pv 
 
 

 

 

 

Summary Functions 
Measures of Center 
Ys ← mean Xv 
Ys ← median Xv 
Ys ← mode Xv|Pv 
Ps ← proportion Bv 
 
Measures of Spread 
Ts ← range Xv 
Ts ← [Bs] var Xv 
Ts ← [Bs] sdev  Xv 
Ts ← iqr Xv 
 

Measures of Position 

Xs ← min Xv 
Xs ← max Xv 
X  ←  I quartile Xv 
X  ←  P percentile Xv 
P  ← Y percentileRank Xv 
 

Measures of Shape 
Zs ← skewness Xv 
Zs ← kurtosis Xv 
 

Measures of Association 

Zs ← Yv cov Xv 
Rs ← Yv corr Xv 
 

Distribution Functions 
 

Discrete Distributions 
P←[N][Q] binomial I 
P←K N M hyperGeometric I 
P←Cv|Iv Pv multinomial C|I 
P←N Q negativeBinomial I 
P←U poisson I 
P←[[N1s] N2s] uniform N 
 Continuous Distributions 
T←Ts Us beta X 
T←Ns chiSquare T 
T←U exponential T 
T←M N fDist X 
T←T U gamma X 
T←[Xs Us] normal X 
T←Xs Us lognormal T 
T←[Xs Ys] rectangular X 
T←N tDist X 
T←Xs Ys Zs triangular X  
T←Xs Ys weibull T  
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Relational Functions 
B ← X = Y  (C1 eq C2) 
B ← X > Y  (X gt Y) 
B ← X < Y  (X lt Y) 
B ← X ≥ Y  (X ge Y) 
B ← X ≤ Y  (X le Y) 
B ← X ≠ Y  (C1 ne C2) 
B ← X ∊ Y  (C1 in C2) 
B ← X between Ys Zs 

 

Logical Functions 

 
B2 ← not B1   
B3 ← B1 and B2 
B3 ← B1 or B2 
B3 ← B1/B2 (B1 given B2) 

 

Arithmetic Functions 
Z ← Y + X     
Z ← Y - X 
Z ← Y times X 
Z ← Y div X 
T2 ← sqrt T1 
Z ← ln U 
Xs ← sum Xv   
Zs ← product Xv 
Zs ← Yv sumProduct Xv 
Zs ← sumSquares Xv 
 

Data Representation Functions 

Z2 ← [U|-1]frequency  Xv|Cv 
NS ← stats N S X 
Cv ← toNestedVector Av|Am 
Am ← toMatrix Av|Cv 
Av ← toDelimitedList Am|Cv 
                     
        

Display Functions/Operators 

 
barChart C1v[C2v] 
histogram Xv|Xm 
pieChart Cv  
stemAndLeaf Xv 
boxPlot Xv 
Yv scatterPlot Xv 
[Us] fS show Xv|Cv1[Cv2] 
Am ← [Ps] report W 
 

 

 

Utility Functions 
W ← import CV.csv      
SETUP [R|DEMO|GUI] 

 
 

 

ASCII Substitutions: 
 

Function/ 

Operation 

TamStat 

Workspace 

and Web Site 

TamStat APP 

(TamStat.exe) 

Assignment A ← expr A <- expr 
Not equals A≠B A <> B     or      

A ne B 

Less than or 

equal to 

A≤B A <= B     or      

A le B 

Greater than 

or equal to 

A≥B A >= B     or      

A le B 

Negative 

numbers 

¯5 3 ¯1  (-5) 3 (-1) 

Multiplication A × B A times B 
Division A ÷ B A div B 
 
 
 
 
 


